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Abstract

Spreadsheets are notoriously error-prone. To help avoid the introduction of
errors when changing spreadsheets, models that capture the structure and inter-
dependencies of spreadsheets at a conceptual level have been proposed. Thus,
spreadsheet evolution can be made safe within the confines of a model.

As in any other model/instance setting, evolution may not only require changes
at the instance level but also at the model level. When model changes are required,
the safety of instance evolution can not be guarded by the model alone.

Coupled transformation of models and instances are supported by the 2LT
platform and have been applied for transformation of algebraic datatypes, XML
schemas, and relational database models.

We have extended 2LT to spreadsheet evolution. We have designed an appro-
priate representation of spreadsheet models, including the fundamental notions of
formulæ, references, and blocks of cells. For these models and their instances, we
have designed coupled transformation rules that cover specific spreadsheet evolu-
tion steps, such as extraction of a block of cells into a separate sheet or insertion of
columns in all occurrences of a repeated block of cells. Each model-level transfor-
mation rule is coupled with instance level migration rules from the source to the
target model and vice versa.

These coupled rules can be composed to create compound transformations at
the model level that induce compound transformations at the instance level. With
this approach, spreadsheet evolution can be made safe, even when model changes
are involved.
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1 Introduction
Spreadsheets are widely used by non-professional programmers, the so-called end
users, especially to develop business applications. Spreadsheet systems offer end users
a high level of flexibility, making it easier for people to get started working with spread-
sheets. This freedom, however, comes with a price: spreadsheets are error prone as
shown by numerous studies which report that up to 90% of real-world spreadsheets
contain errors [12, 21, 22, 23].

As programming systems, spreadsheets lack the support provided by modern pro-
gramming languages/environments, like for example, higher-level abstractions, and
powerful type and modular systems. As a result, they are prone to errors. In order
to improve the productivity of end users, several techniques have been recently pro-
posed which guide end users to safely/correctly edit spreadsheets, like, for example,
the use of spreadsheet templates [2], ClassSheets [7, 11], and the inclusion of visual
objects to provide editing assistance in spreadsheets [9]. All these approaches propose
a form of end user model-driven software development: First, a spreadsheet business
model is defined, from which then a customized spreadsheet application is generated
that guarantees the consistency of the spreadsheet data with the underlying model.

Despite of its huge benefits, model-driven software development is sometimes dif-
ficult to realize in practice due to two main reasons: First, as some studies suggest,
defining the business model of a spreadsheet can be a complex task for end users [1].
As a result, they are unable to follow this spreadsheet development discipline. Second,
things get even more complex when the spreadsheet model needs to be updated due to
new requirements of the business model. End users need not only to evolve the model,
but also to migrate the spreadsheet data so that it remains consistent with the model.
To address the first problem, in [7] we have proposed a technique to derive the spread-
sheet’s business model, represented as a ClassSheet model, from the spreadsheet data.
In this paper we address the second problem, that is, the co-evolution of the spreadsheet
business model and the spreadsheet data (i.e., the instance of the model).

Co-evolution of models and instances are supported by the two-level coupled trans-
formation (2LT) framework [4] and has been applied for transformation of algebraic
datatypes, XML schemas, and relational database models [10].

In this paper we extend 2LT to spreadsheet evolution. Therefore, we present an
appropriate representation of a spreadsheet model, based on the ClassSheet business
model [11], including the fundamental notions of formulæ, references, and expandable
blocks of cells. For this model and its instance, we design coupled transformation rules
that cover specific spreadsheet evolution steps, such as extraction of a block of cells
into a separate sheet or insertion of columns in all occurrences of a repeated block of
cells. Each model-level transformation rule is coupled with instance level migration
rules from the source to the target model and vice versa. Moreover, these coupled
rules can be composed to create compound transformations at the model level that in-
duce compound transformations at the instance level. With this approach, spreadsheet
evolution can be made type-safe, also when model changes are involved.

The rest of this paper is organized as follows. In Section 2 we discuss spreadsheet
refactoring as our motivating example. In Section 3 we briefly describe the 2LT frame-
work and introduce our model to represent spreadsheets. Section 4 defines the rules to
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Figure 1: Budget spreadsheet instance.

perform the evolution of spreadsheets. Section 5 discusses related work and Section 6
concludes the paper.

2 Motivating Example: Spreadsheet Refactoring
Suppose a researcher’s yearly budget for travel and accommodation expenses is kept in
the spreadsheet shown in Figure 1 taken from [11].

Note that throughout the years, cost and quantity are registered for three types of
expenses (travel, hotel, local transportation). Formulas are used to calculate the total
expense for each type in each year as well as the total expense in each year. Finally a
grand total is calculated over all years, both per type of expense and overall.

At the end of 2010, this example spreadsheet needs to be modified to accommodate
data 2011. A novice spreadsheet user would typically take four steps to perform the
necessary modification:

• insert three new columns

• copy all the labels

• copy all the formulas (at least two)

• update all the necessary formulas in the last column

A more advanced user would shortcut these steps by copy-inserting the 3-column
block of 2010 and changing the label ”2010” to ”2011” in the copied block. If the
insertion is done behind the last year, the range of the multi-year totals columns must
be extended to include the new year. If the insertion is done in between the last and
one-but-last year, the spreadsheet environment automatically extends the formulas for
the multi-year totals. Apart from these novice and advanced modification strategies,
a mixed strategy may be employed. In any case, a conceptually unitary modification
(add year) needs to be executed by a error-prone combination of steps.

Erwig et al. have introduced ClassSheets as models of spreadsheets that allow
spreadsheet modifications to be performed at the right conceptual level. For example,
the ClassSheet in Figure 2 provides a model of our budget spreadsheet.

In this model, the repetition of a block of columns for each year is captured by gray
column labeled with the ellipsis. The horizontal repetition is marked in a analogous
way. This makes it possible (i) to check whether the spreadsheet after modification still
instantiates the same model, or (ii) to offer the user an unitary operation that extends the
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Figure 2: Budget spreadsheet model.

(a) New budget model. (b) New budget instance.

Figure 3: New spreadsheet and the model that it instantiates.

repetition with an extra block. Apart from (horizontal) block repetitions that support
the extension with additional years, this model features (vertical) row repetitions that
support the extension with new expense types.

Unfortunately, situations may occur in which the model itself needs to be modified.
For example, if the researcher needs to report expenses before and after tax, additional
columns need to be inserted in the block of each year. Figure 3 shows the new spread-
sheet as well as the new model that it instantiates.

Note that a modification of the year block in the model (inserting various columns)
captures modifications to all repetitions of the block throughout the instance.

In this paper, we will demonstrate that modifications to spreadsheet models can be
supported by an appropriate combinator language, and that these model modifications
can be propagated automatically to the spreadsheets that instantiate the models. In case
of the budget example, the model modification is captured by the following expression:

addTax = once (
inside "Year" (before "Total" (

insertCol "Tax Tariff" B insertCol "After tax"
)))

The actual column insertions are done by the innermost sequence of two insertCol
steps. The before and inside combinators specify the location constraints of applying
these steps. The once combinator traverses the spreadsheet model to search for a single
location where these constraints are satisfied and the insertions can be performed.

Application of the addTax transformation to the initial model (Figure 2) will yield:

• The modified model (Figure 3a)

• A spreadsheet migration function that can be applied to instances of the initial
model (e.g. Figure 1) to produce instances of the modified model (e.g. Figure 3b)
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• An inverse spreadsheet migration function to backport instances of the modified
model to instances of the initial model

In the remainder of this paper, we will explain the machinery required for this type
of coupled transformation of spreadsheet instances and models. As models, we will
use a variation on ClassSheets where references are modeled by projection functions.
Model transformations propagate references by composing instance-level transforma-
tions with these projection functions.

3 Two-level Coupled Transformations (2LT)
In this section we will revisit the two-level coupled transformations framework (2LT)
and define the model used to represent spreadsheets.

3.1 Coupled transformations
The two-level data transformation (2LT) [3, 4, 5, 6], consists of type-level transfor-
mations coupled with data-value and/or function-level transformations. The type-level
transformations deal with the evolution of the model, the data-value transformations
deal the instances of the model (e.g. values), and the function-level transformations
deal with the evolution of constraints and references.

Figure 4 depicts the general scenario of a transformation in 2LT with the invariants.
The transformation T converts type A into type A′. Each transformation is coupled
with witness functions to and from, which are responsible to convert values of type A
into type A′ and back. Also, the transformation might introduce for the new type A′ a
constraint ψ. Finally, type A might already have an constraint ψ, which should apply
to the new type A′. This is done by introducing a new ψ′ invariant by composing the
from function with the previous invariant. This is equivalent to converting the data
instances to the original format and then apply the original constraint.

A

to
&&

φ

%%

T +3 A′

from

ff

φ′

���
�
�
�
�
�
�

ψ

xx
B

A, A′ datatype and transformed datatype
T transformation of type A into type A′

to witness function of type A→ A′ (injective)
from witness function of type A′ → A (surjective)
φ, φ′ constraint and transformed constraint
ψ newly introduced constraint

φ′ = φ ◦ from ∧ ψ

Figure 4: Constraint-aware transformation of datatype A with constraint φ into
datatype A′ with constraint φ′. The constraint on the target type is the logical con-
junction of (i) the constraint on the source type post-composed with the witness func-
tion from , and (ii) any new constraint ψ introduced by the type-change. When φ′ is
normalized it works on A′ directly rather than via A.
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Figure 5 depicts the scenario of a transformation with references. This scenario
occurs simultaneously as a transformation with constraints, but is explained separately
for simplicity. As in the previous case, transformation T converts type A into type
A′, which is coupled with witness functions to and from. A reference R to value V is
defined using a pair of projections, source and target. These projections are statically-
typed functions, traversing the datatype A to identify the element in the datatype defin-
ing the reference, and the element to which the reference is pointing to. As analogy,
this is comparable to the foreign key constraints defined in relational databases, defin-
ing the columns of a table that are foreign keys, and the tables and columns were the
foreign key is defined. The advantage of this approach, is that not only references are
statically typed, but also always guaranteed to exist.

R

A

to
&&

target --

source
11

T +3 A′

from

ff

source′
nn

target′qqV

A, A′ datatype and transformed datatype
R, V reference and referenced value
T transformation of type A into type A′

to, from witness functions
source Projection over type A identifying the reference
target Projection over type A identifying the referenced value

source′ = source ◦ from
target′ = target ◦ from

Figure 5: Type-safe reference-aware transformation of datatype A into datatype A′.
The projections defining the reference and the referenced type, in the transformed type
A′ are obtain by post-composing the projections with the witness function from . When
source′ and target′ are normalized they work on A′ directly rather than via A.

In summary, the 2LT provides the basic combinators to define and compose trans-
formations for data-types, witness functions, constraints, and references. Since 2LT is
statically typed, transformations are guarantee to be type-safe ensuring consistency of
data-types, data instances, constraints and references.

3.2 Spreadsheet Model
In 2LT a spreadsheet is modeled using a Generalized Algebraic Data Type (GADT),
based on the specification of the ClassSheet models [11]. The GADT [14] is defined
as following:

data Type a where
...
·· :: Type a → PF (Pred a)→ Type a -- invariants

...
V alue :: V alue→ Type · -- plain value
Ref :: Type b → PF (a → RefCell)→ PF (a → b)

→ Type a → Type a -- references
RefCell :: Type RefCell -- reference cell
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· :: · → Type · -- formulas
LabelB :: String → Type LabelB -- block label
· = · :: Type a → Type b → Type (a, b) -- attributes
· p · :: Type a → Type b → Type (a, b) -- block horizontal composition
· ˆ · :: Type a → Type b → Type (a, b) -- block vertical composition
EmptyB :: Type EmptyB -- empty block
· :: String → Type HorH -- horizontal class label
| · :: String → Type V erV -- vertical class label
| · :: String → Type Square -- square class label
LabRel :: String → Type LabS -- relation class
· : · :: Type a → Type b → Type (a, b) -- labeled class
· : ·↓ :: Type a → Type b → Type (a, [b ]) -- labeled expandable class
· ˆ · :: Type a → Type b → Type (a, b) -- class vertical composition
SheetC :: Type a → Type (SheetC a) -- sheet class
·→ :: Type a → Type [a ] -- sheet expandable class
· p · :: Type a → Type b → Type (a, b) -- sheet horizontal composition
EmptyS :: Type EmptyS -- empty sheet

The above GADT allows to formally specify a spreadsheet business model, references
and constraints. In order to explain the GADT we will use as an example a reduced
version of the budget spreadsheet model presented in Figure 1. For this reduced model
only three columns were defined: quantity, cost per unit and total cost (computed by
the product of quantity and cost per unit). In the first row, the labels are defined and the
subsequent raws specify the values for the budget items. Using our GADT, this model
is specified as following:

buy =| "Price List" : "Quantity" p "Price" p "Total"ˆ
"quantity" = 0 p "price" = 0 p "total" = FFormula "*" [FRef ,FRef ]↓

In the first line we define a sheet containing a vertical class label called "Price List".
The vertical class, defined by the · : ·↓ operator, is the initial piece of our model, which
states that some blocks will be vertically repeated. The second line of the example spec-
ifies the first row of the spreadsheet table containing the headers (one per column as
defined by the · p · operator). The third example specifies the subsequent rows (through
the ·ˆ· operator) which defines the repeating three elements, one per column. These
elements are "Quantity" defined as V Int (integer) with default value 0, "Price"
defined as V Double (double) with defined value 0, and finally, "Total" which is a
formula defined by the product between two references.

The formula specification, as previously shown is specified directly in the GADT.
However, the references are defined separately by defining projections over the data
type. This is required to allow any reference to access any type of the GADT. An
example of reference from the formula to quantity, for the above example, is show as
following:

withRefs = Ref (0) source target buy
where
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source = fhead ◦ head ◦ (π2 ◦ π2 ◦ π2)? ◦ π2

target = head ◦ (π1 ◦ π2)? ◦ π2

Basically, a reference specifies two projections, a source and a target. The first pro-
jection, source, specifies where in the GADT the reference is defined. This refers to
the first FRef in our item cost specification (GADT). The second projection, target,
defines the type it is pointing to, i.e. it defines a reference to the "Quantity" = 0
type. Since the use of GADTs requires the definition of models combining elements in
a pairwise fashion, it is necessary to descend into the structure using π1, π2 and ·?.

Note that our reference type has enough information about the cells and so we do
not need value-level values. In the cases we reference a list of values, for example,
constructed by the class expandable operator, we need be specific about the element in
the list we are referencing. For these cases we use the type-level constructors head and
tail to get the intended value in the list.

4 Spreadsheets Evolution
In this section we define rules to perform spreadsheet evolution. These rules can be
divided in two main categories: Semantic rules, intended to change the model itself
(e.g. add a new column), and Layout rules, designed to change the visual arrangement
of the spreadsheet (e.g. swap two columns). Tables 1 and 3 summarize the semantic
and layout rules, respectively.

Semantic Rules

Block 6 Block p Block Add a block horizontally
Block 6 BlockˆBlock Add a block vertically
Sheet 6 Sheet p Sheet Add a sheet
Class 6 ClassˆClass Add a class
Sheet 6 Sheet p Class Add a column
Block 6 Block p Block Add a column
Label : Class 6 Label : Class↓ Make a block expandable
Class 6 Class→ Make a class expandable
Sheet 6 (Sheet p Sheet)ref Split
Sheet 6 (Sheet p Sheet)ref Split functional dependency

Table 1: Summary of semantic rules defined to transform spreadsheets.

To make the rules more flexible, they are defined as local as possible. Combinators
are then used to apply these rules in specific places. In Table 2 the defined combinators
are summarized.
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Combinators

before/after /below /above Apply a rule before/after/below/above something
once Apply a rule once somewhere
inside Apply a rule inside some given part
at Apply a rule at a given part

Table 2: Summary of combinators defined to transform spreadsheets.

4.1 Semantic Rules
4.1.1 Insert a Block

One of the most fundamental rules is the insertion of a new block into a spreadsheet,
formally defined as following.

Block

id4pnt a

**
6 Block p Block
π1

jj

This definition means that a horizontal composition of two blocks refines a block and
it is witnessed by two functions. The to function, id4pnt a , is a split: It injects the
existing block in the first part of the result pair without modifications (id) and injects
the given block instance a in the second part. The from function is π1 since it is the
one that allows the recovery of the existent block. The HASKELL version of the rule is
presented next.

insertBlock :: Type a → a → Rule
insertBlock ta a tx | isBlock ta ∧ isBlock tx = do

let rep = Rep {to = (id4pnt a), from = π1}
View s t ← pullUpAllRefs (tx p ta)
return (View (comprep (tx p ta) rep s) t)

insertBlock = mzero

The first step of this rule is to create the representation with the witness functions rep,
as explained in Section 3, which implementation follows the formal definition.

Its second step is to pull up all the references. To avoid having references in
any level of the spreadsheet model, all our rules pull all the references to the top-
most level of the model. This is achieved by applying the rule pullUpAllRefs =
many (once pullUpRef ). A case of the rule pullUpRef is defined below:

pullUpRef :: Rule
pullUpRef (Ref tb fRef tRef ta p b2 ) = do

return (View idrep (Ref tb (fRef ◦ π1) (tRef ◦ π1) (ta p b2 )))
...

If a branch (in this case the left one) of a given type has a reference, it is pulled to
the top level. This rule has two cases for each spreadsheet binary constructor (left and
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right). The combination of the combinators once and many guarantees that the rule is
applied exhaustively in the given type.

The result type of insertBlock is the one returned by pullUpAllRefs , which is the
horizontal composition of the two blocks with all the references (if any) at the top-
most level. The result representation function is the composition of the representation
returned by pullUpAllRefs and the representation rep.

Because the used representation is generic, we need to guarantee in the rules that the
types they receive are the expected ones. We could have several cases in each function
each one doing pattern matching in one of the correct constructors, but this would make
our functions big. Instead, we decided to create functions that test the input by pattern
matching in the correct constructors. This makes the code simpler and more readable.
The function isBlock tests if the received types are blocks. If non-blocks are passed as
arguments, the rule fails because the test function also fails.

Rules to insert classes and sheets were also defined. However, since these rules are
similar to the rule for inserting blocks, we have omitted them for brevity.

4.1.2 Insert a Column

To insert a column in a spreadsheet, that is, a cell with a label lbl and the cell bellow
with a default value df and expandable vertically, we first need to create a new class
representing it:

lbl ′ = map toLower lbl
clas =| lbl : lblˆ(lbl ′ = df )↓

Using the label and the default value, we create a value-level value to be inserted:

d = (lbl , [(lbl , (lbl ′, df ))])

Notice that, since we want to create an expandable class, the second part of the pair
must be a list. The final step is to apply the insertSheet rule:

insertCol :: String → VFormula → Rule
insertCol l f @(FFormula name fs) tx | isSheet tx = do

let lbl ′ = map toLower lbl
clas =| lbl : lblˆ(lbl ′ = df )↓

d = (lbl , [(lbl , (lbl ′, df ))])
((insertSheet clas d) B pullUpAllRefs) tx

The case shown in the above definition is for a formula as default value and it is similar
to the value case. The case with a reference is more interesting and is shown next:

insertCol l FRef tx | isSheet tx = do
let lbl ′ = map toLower lbl

clas =| lbl : Ref ⊥ ⊥ ⊥ (lblˆ(lbl ′ = RefCell))↓

d = (lbl , [(lbl ,⊥ :: RefCell)])
((insertSheet clas d) B pullUpAllRefs) tx

Recall that our references are always local, that is, they can only exist with the type they
are associated with. So, it is not possible to insert a column that references a part of
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the existing spreadsheet. To overcome this, we first create the reference with undefined
functions and auxiliary type (⊥) and then we set these values to the intended ones.

setFormula :: Type b → PF (a → RefCell)→ PF (a → b)→ Rule
setFormula tb fromRef toRef (Ref t) =

return (View idrep (Ref tb fromRef toRef t))

This rule receives the auxiliary type, the two functions and changes the reference ac-
cordingly.

A complete rule to insert a column with a reference could be defined as follows:

insertFormula = (once (insertCol "After Tax" FRef )) B
(setFormula auxType fromRef toRef )

Following the original idea described in Section 2, we want to introduce a new column
with the tax tariff. In this case we want to insert a column in an existing block and thus
our previous rule will not work. For these cases we wrote a new rule:

insertColIn :: String → VFormula → Rule
insertColIn l (FValue v) tx | isBlock tx = do

let lbl ′ = map toLower lbl
block = lblˆ(lbl ′ = v)
d = (lbl , v)

((insertBlock block d) B pullUpAllRefs) tx

The rule is quite similar to the previous one but it creates a block (not a class) and
inserts it also after a block. The reasoning is analogous to the one in insertCol .

To add the two columns "Tax tariff" and "After tax"we can use the rule
insertColIn , but applying it directly to our running example will fail since it expects
a block and we have a spreadsheet. We can use the combinator once to achieve the
desired result (we assume that the column "Tax tariff" was already inserted):

ghci〉let formula = FFormula "*" [FRef ,FRef ]
ghci〉once (after "Tax tarif"

(once (insertColIn "After Tax" formula))) budget
...
("Cost" p "Tax tariff" p "After tax"ˆ("after tax" = formula) p "Total")ˆ
("cost" = 0 p "tax tarif" = 0 p "total" = totalFormula)
...

The once combinator tries to apply a given rule somewhere in a type. It stops after it
succeeds once. Although this combinator already existed in the 2LT framework, we
had to extended it to work for spreadsheet models.

To allow to be specific about the right location of the application of the rules we
developed a set of combinators. In the above example we use after which receives a
string and a rule, and applies the rule immediately after the block with that string as
label.

after :: String → Rule → Rule
after label r (l p ·@(label ′) a) | label ≡ label ′ = do
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View s l ′ ← r l
let rep = Rep {to = to s × id, from = from s × id}
return (View rep (l ′ p a))

after = mzero

When it finds the intended place, it applies a rule to it. This works because our rules
always do their task on the right of a type. More similar combinators were also devel-
oped: before, bellow , above , inside and at . Their implementation is not shown since
they are similar to the after combinator.

Notice that the result from the above application of our rules is not quite right. The
block inserted is a vertical composition and is inserted in a horizontal composition. The
correct would be to have its top (bottom) part on the top (bottom) part of the result, as
defined below:

("Cost" p "Tax tariff" p "After tax" p "Total")ˆ
("cost" = 0 p "tax tarif" = 0 p "after tax" = formula p ·

("total" = totalFormula))

To correct these cases, we designed a layout rule normalize. This rule is explained in
detail in Section 4.2.

4.1.3 Make it Expandable

It is possible to make a block in a class expandable. For this, we created a rule,
expandBlock :

expandBlock :: String → Rule
expandBlock str (label : clas) | compLabel label str = do

let rep = Rep {to = id× tolist, from = id× head}
return (View rep (label : clas↓))

expandBlock = mzero

It receives the label of the class to make expandable and updates the class to allow
repetition. The result type constructor if · : ·↓ and the witness functions wrap the
existing block into a list or take the head of it depending on the direction the rule is
applied.

A similar rule was developed to the make a class expandable. This corresponds to
promote a class c to c→. We do not show it here because its implementation is quite
similar to this one.

4.1.4 Split

It is quite common to move a column in a spreadsheet from on place to another. The
rule that we will present now copies a column to another place and substitute the cur-
rent values by references to the new column. The rule to simply move a part of the
spreadsheet is presented in Section 4.2. The first step is to get the column that we want
to move out:

getColumn :: String → Rule
getColumn h t (l ′ˆb1 ) | h ≡ l ′ = do
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return (View idrep t)
...

If the corresponding label is found, the vertical composition is returned. The represen-
tation idrep is a representation that has the id function in both directions. Notice that,
as in many other rules, this rule is intended to be applied using the combinator once .
As we said before, we aimed to write local rules that can be used at any level using the
developed combinators.

In a second step, the rule create a new a class containing the retrieved block:

...
do View s c′ ← getBlock str c

let nsh =| str : c′↓

...

The last step is to transform the column that was copied out into references to the new
column. The rule makeReferences :: String → Rule receives the label of the column
that was copied out (the same as the new column) and creates the references. We do
not shown the rest of the implementation because it is quite complex and will not help
in the understanding of the paper.

Let us consider the following part of our example:

budget = ...
("Cost" p "Tax tariff" p "After tax" p "Total")ˆ
("cost" = 0 p "tax tarif" = 0 p "after tax" = formula p ·

("total" = totalFormula))
...

If we apply the split rule to it we get the following:

ghci〉once (split "Tax tariff") budget
...
("Cost" p "Tax tariff" p "After tax" p "Total")ˆ
("cost" = 0 p "tax tarif" = 0 p RefCell p "total" = totalFormula)
p
(| "Tax tariff" : ("Tax tariff"ˆ

"tax tarif" = 0)↓)

4.1.5 Split Functional Dependencies

It is quite common to have columns with repeated data and inducing functional depen-
dencies [7, 9, 10]. This duplication of data can be the source of errors and inconsis-
tencies in the spreadsheet. A possible solution is to refact the spreadsheet creating a
new table with the repeated information cleaned and substitute the existing columns by
references to the new table.

A functional dependency can be represented by A ⇀ B where the set of columns
A, the antecedent, functionally determines the set of columns B . This means that given
a value in A we can determine its corresponding in B [20].
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We defined and present a rule that automates this process, splitFD :: [String ] →
[String ]→ Rule .

Given two lists of column names, the antecedent and the consequent of the func-
tional dependency, this rule creates a new class with the given columns and composes
the existing sheet with the new class. At the value-level, the repeated data in the new
table is removed. The old columns are all removed, except the ones that compose the
antecedent of the functional dependency which are updated to references to the new ta-
ble. This is possible because we know that there is a functional dependency imposing
a relation between the antecedent and the consequent.

To discover functional dependencies in spreadsheets, the techniques presented in [7]
can the used.

Although this is a complex operation, this will facilitate the maintenance of the
spreadsheet. In fact we still can improve this result. In a database setting the relation
that we create when we update the antecedent columns to references to the new table
is called a foreign key, that is, a column (or a set of) that references another column
(or set of columns). In the datbase realm this ensures that the foreign key column only
contains existing values from another column.

Since 2LT has the expressibility of the invariants, we can add one invariant to this
spreadsheet imposing that the column just updated to references just has references to
the new column where the antecedent is, that is, a foreign key.

Moreover, given the flexibility of the invariants, we can add any kind of invariants
to the spreadsheets. Referring again the database realm, a primary key is a set of
columns that determine the other columns in a table, that is, no two equal values in
the primary column can have different values in the other columns. A primary key
induces a functional dependency. This can be easily added to a spreadsheet. Indeed the
splitFD rule ensures that the new table created has as primary key in the antecedent
columns.

When exported to a spreadsheet application, for example, Excel, this invariants can
easily be implemented as VBA scripts.

Allowing the integration of invariants, and in particular the ones related to the
databases, the migration process to a database application becomes straightforward.
For more on this subject, we refer the reader to the migration between spreadsheets
and relation databases introduced in [10].

4.2 Layout Rules
In this section we describe rules focused on the layout of spreadsheets. In Table 3 we
summarize the layout rules designed.

Notice that, since there is no changes in the data, these rules are isomorphisms (∼=).

4.2.1 Change Orientation

The rule toVertical changes the orientation of a block from horizontal to vertical.

toVertical :: Rule
toVertical (a p b) = return (View idrep (aˆb))
toVertical = mzero
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Layout Rules

Sheet ∼= Sheet Change orientation (to vertical/horizontal)
Sheet ∼= Sheet Normalize blocks
Sheet ∼= Sheet Shift part of the spreadsheet
Sheet ∼= Sheet Move part of the spreadsheet

Table 3: Summary of layout rules defined to transform spreadsheets.

Note that, since our value-level representation of these compositions are pairs, the to
and the from functions are simply the identity function. The needed information is
kept in the type-level with the different constructors.

A rule to do the inverse was also designed but since it is quite similar to this one,
we do not show it here.

4.2.2 Normalize Blocks

When applying some transformations, the resulting types my not be in the exactly
correct shape. A common example is to have as result the following type:

A p BˆC p Dˆ
E p F

Most of the times, the correct result is as described bellow:

A p B p Dˆ
E p C p F

The rule normalize tries to match these cases and correct them. The types are the ones
presented above and the witness functions are combinations of π2 and π1.

normalize1 :: Rule
normalize1 (a p bˆc p dˆe p f ) =

return (View (Rep {to = tof , from = fromf }) (a p b p dˆe p c p f ))
where

tof = id× π1 × id ◦ π14π1 ◦ π24π2 ◦ π1 ◦ π2 × π2

fromf = π1 ◦ π14π1 ◦ π2 × π1 ◦ π24π2 ◦ π2 ◦ π14id× π2 ◦ π2

normalize1 = mzero

Although the migration functions seem complex, they just rearrange the order of the
pair so they have the correct order.

4.2.3 Shift

It is quite common to move parts of the spreadsheet across it. We designed a rule to
shift pieces of the spreadsheet in the four possible directions. We show here part of the
shitRight rule, which, as suggested by its name, shifts a piece of the spreadsheet to the
right. In this case, a block is moved and an empty block is left in its place.
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shitRight :: Type a → Rule
shitRight ta b1 | isBlock b1 = do

Eq ← teq ta b1
return (View (Rep {to = pnt (⊥ :: EmptyBlock)4id, from = π2}) (EmptyBlock p b1 ))

Notice that this rule receives a type, a block, but we can easily write a wrapper function
to receive a label in the same style of insertCol for example.

Another interesting case of this rules occurs when the user tries to move a block (or
a sheet) that has a reference.

shitRight ta (Ref tb frRef toRef b1 ) | isBlock2 b1 = do
Eq ← teq ta b1
let rep = Rep {to = pnt (⊥ :: EmptyBlock)4id, from = π2}
return (View rep (Ref tb (frRef ◦ π2) (toRef ◦ π2) (EmptyBlock p b1 ))

As we can see in the above code, the existing reference formulas must be composed
with the selector π2 to allow to retrieve the existing block b1 . Only after this it is
possible to apply the defined selection reference functions.

4.2.4 Move Blocks

A more complex rule is to move a part of the spreadsheet to another place. We present
next a rule to move a block.

moveBlock :: String → Rule
moveBlock str c =

do View s c′ ← getBlock str c
let nsh =| str : c′

View r sh ← once (removeRedundant str) (c p nsh)
return (View (comprep s r) sh)

moveBlock = mzero

After getting the intended block and creating a new class with it, we need to remove
the old block using removeRedundant .

removeRedundant :: String → Rule
removeRedundant s (s ′) | s ≡ s ′ = return (View rep EmptyBlock)

where
rep = Rep {to = pnt (⊥ :: EmptyBlock), from = pnt s ′}

removeRedundant = mzero

This rule will remove the block with the given label leaving an empty block in its place.

5 Related Work
Ko et al. [15] summarizes and classifies the research challenges of the End-User soft-
ware engineering area. These include requirements gathering, design, specification,
reuse, testing and debugging. Ko et al. recognizes the importance of testing and model
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validation to prevent the introduction of errors during the design phase. However, be-
sides the importance of Lehman’s laws of software evolution [18], very little is stated
with respect to spreadsheet evolution. Spreadsheets evolution poses challenges not
only in the evolution of the underlying model, but also in migration of the spreadsheet
values and used formulæ. Nevertheless, many of the underlaying transformations used
for spreadsheet transformations are shared with works for spreadsheet generation and
other program transformation techniques.

Engels et al. [19] propose a first attempt to solve the problem of spreadsheet evo-
lution. ClassSheets are used to specify the spreadsheet model and transformation rules
are defined to enable model evolution. These model transformations are propagated
to the model instances (spreadsheets), through a second set of rules which updates the
spreadsheet values. Engels et al. present a set of rules and a prototype of tool to support
these changes. In this paper we present a more advanced way to evolve spreadsheets
models and instances differing from the one presented by Engels et al. in several ways.
First, we use strategic programming with two-level coupled transformation (2LT). This
enables type-safe transformations, offering guarantee that in any step semantics are
preserved. Also, the use of 2LT not only gives for free the data migration but also it al-
lows back portability, i.e. allows the migration of data from the new model back to the
old model. Finally, we treat constraints in a formal way both in terms of specification
and transformation, evolving constraints with the data model and data migration.

The authors [8] have proposed a methodology to transform spreadsheets into re-
lational databases and back. This methodology is based on data refinements using
bidirectional transformations. A generic abstract data type (GADT) augmented with
constraints is used to define both the relational and spreadsheet model. Data mining
rules are used to discover functional dependencies of data in order to infer an optimized
model eliminating data redundancy. Although the same transformation principles are
shared, the contributions of this work are much different. While in [8] the contribution
migration from a spreadsheet with flat-structure to a relational model in a database.
In this work we solve the problem of co-evolution of spreadsheet models and model
instances (spreadsheets themselves), which poses new challenges with respect to the
transformation rules and defined constraints.

The authors and other [3] proposed a solution for constraint-aware schema transfor-
mations also using 2LT. A generic abstract data type (GADT) was defined to represent
schemas and schema constraints (such as foreign key relationships). Rules were de-
fined to automatically evolve the schemas, schema constraints and the migration of
data. The contribution of this work differs from the one in [3]. In this paper we do
spreadsheet evolution, instead of simple algebraic evolution. Additionally, the set of
transformation rules used for spreadsheet evolution are new.

Vermolen and Visser [24] propose a different approach for coupled evolution of
data model and data. From a data model definition, they generate a domain specific
language (DSL) which supports the basic transformations and allowing data model
and data evolution. The interpreter for the DSL is automatically generated making
this approach operational. This approach could also be used for spreadsheet evolution.
However there are a few important differences. While the approach from Vermolen
and Visser are tailored for forward evolution, our approach supports reverse engineer-
ing, i.e. supports automatic transformation and migration from the new model to the
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old model. Also, our approach additionally takes into account the evolution of data
constraints.

The importance of the co-evolution of different software artifacts has been reported
before. Lämmel [16] first identified this category of transformations and showed and its
applicability to a widespread and diversity of problems. Finally, Favre [13] established
the importance of co-evolution not only between software languages and programs, but
also for meta-models and models.

6 Conclusions
In this paper, we have presented an approach for disciplined model-driven evolution
of spreadsheets. The approach takes as starting point the observation that spreadsheets
can be seen as instances of a spreadsheet model where the model captures the business
logic of the spreadsheet. We have extended the calculus for coupled transformations of
the 2LT platform to this spreadsheet model. An important novel aspect of this extension
is the treatment of references. In particular, we have made the following contributions:

• We have provided a model of spreadsheets in the form of a generalized alge-
braic datatype with embedded point-free function representations. This model is
reminiscent of the ClassSheet models of Erwig et al [11].

• We have defined a coupled transformation system in which transformations at
the level of spreadsheet models are coupled with corresponding transformations
at the level of spreadsheet data/instances. The transformation system combines
strategy combinators known from strategic programming [17] with spreadsheet-
specific transformation rules.

• We have illustrated our approach with a number of specific spreadsheet refactor-
ings to perform the evolution of spreadsheets.

In this paper we have presented our techniques in the context of spreadsheet models.
As future work, we will study how to generalize it to other kinds of models where
references play a role such as object-oriented modeling languages, e.g. UML class
diagrams.
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