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Usual Prerequisites
• Some programming 

• Generative modeling 

• Inference and conditioning



Today’s Prerequisites
• Some programming 

• Generative modeling 

• Inference and conditioning 

• Functional programming 

• Program transformations 

• Compiler/interpreter implementation 

• Formal semantics



Objectives For Today
Get you to 

• Think generatively  

• Understand inference 

• Importance sampling 

• SMC 

• MCMC 

• Understand how modern, performant higher-order probabilistic 
programming systems are implemented at a very high level 

• Introduce a new compilation concept related to amortized inference



Introduction to 
probabilistic programming



The Field

ML: 
Algorithms &
Applications

STATS: 
Inference &

Theory

PL: 
Compilers,
Semantics,

Transformations

Probabilistic
Programming



Statistics

y

p(y|x)p(x)

p(x|p(x|y)

Intuition

Parameters

Program

Output

CS

Parameters

Program

Observations

Probabilistic Programming

Inference



Probabilistic Programs
“Probabilistic programs are usual functional or 
imperative programs with two added constructs:  

(1) the ability to draw values at random from 
distributions, and  

(2) the ability to condition values of variables in a 
program via observations.”  

Gordon, Henzinger, Nori, and Rajamani  
“Probabilistic programming.” In Proceedings of On The Future of Software Engineering (2014).



Goals of the Field



Increase Productivity
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HPYP, [Teh 2006]

Object Tracking, [Neiswanger et al 2014]

Automata Induction [Pfau et al 2010]

Collapsed LDA

DP Conjugate Mixture



Key Ideas

Programming Language Abstraction Layer

Evaluators that automate Bayesian inference

Models 

CARON ET AL.

This lack of consistency is shared by other models based on the Pólya urn construction (Zhu
et al., 2005; Ahmed and Xing, 2008; Blei and Frazier, 2011). Blei and Frazier (2011) provide a
detailed discussion on this issue and describe cases where one should or should not bother about it.

It is possible to define a slightly modified version of our model that is consistent under marginal-
isation, at the expense of an additional set of latent variables. This is described in Appendix C.

3.2 Stationary Models for Cluster Locations

To ensure we obtain a first-order stationary Pitman-Yor process mixture model, we also need to
satisfy (B). This can be easily achieved if for k 2 I(mt

t)

Uk,t ⇠
⇢

p (·|Uk,t�1) if k 2 I(mt
t�1)

H otherwise

where H is the invariant distribution of the Markov transition kernel p (·|·). In the time series
literature, many approaches are available to build such transition kernels based on copulas (Joe,
1997) or Gibbs sampling techniques (Pitt and Walker, 2005).

Combining the stationary Pitman-Yor and cluster locations models, we can summarize the full
model by the following Bayesian network in Figure 1. It can also be summarized using a Chinese
restaurant metaphor (see Figure 2).

Figure 1: A representation of the time-varying Pitman-Yor process mixture as a directed graphi-
cal model, representing conditional independencies between variables. All assignment
variables and observations at time t are denoted ct and zt, respectively.

3.3 Properties of the Models

Under the uniform deletion model, the number At =
P

im
t
i,t�1 of alive allocation variables at time

t can be written as

At =

t�1
X

j=1

n
X

k=1

Xj,k
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Gaussian Mixture Model
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Figure : From left to right: graphical models for a finite Gaussian mixture model
(GMM), a Bayesian GMM, and an infinite GMM
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In this Q(z) is the question, �(x) = p(x,y) is the model and computationally charac-
terizing p⌧ (x|y) = �(x)

Z
�

is “inference.”
To unify our vocabularly and align it with the probabilistic programming discussion

forthcoming let’s review: model based reasoning involves formulating questions whose
answers can be computed by averaging a function over the posterior distribution of
the latent variables in a generative model. Traditionally models are denoted mathe-
matically, usually as parameterized probability models. Probabilistic programming is
firstly about denoting models in a more principled way, using computer language syn-
tax. Inference (characterizing posteriors) is traditionally performed by first picking an
inference technique and then applying it to the model in hand, manually deriving the re-
quired updates and then coding an inference algorithm composed of all algorithms that
compute all of the individually derived updates according to a schedule often specified
by the inference algorithm too. Probabilistic programming is secondly about automat-
ing inference, namely, given a model specification, figuring out a way to compute and
represent p(x|y) with no required intervention from the user.

The structure of probabilistic programming languages bear some resemblance to
each other but vary syntactically and in terms of what kinds of models can be rep-
resented. To give you one example of how one language maps onto this formalism
consider Alg. 1 which gives, in Anglican (Wood et al., 2014) (specifically with the up-
dated syntax (Wood et al., 2015)), a concise mapping between the notation introduced
and how it might be expressed programmatically.

Anglican is language with sampling semantics which means that �(x) is repre-
sented by an infinite sequence of samples with the property that Eqn. 5 can be com-
puted as a converging Monte Carlo approximation

E[Q(z)] ⇡ 1

K

KX

k=1

Q(z

k
) (6)

E[Q(x)] ⇡ 1

K

KX

k=1

Q(x

k
) (7)

where z

k
= {xk [ y} and x

k ⇠ �(x). Note that this means that the Anglican program
(or any language with sampling semantics) can either return a sequence of z

k’s or a
sequence of Q(z

k
)’s, it matters not.

p(x|y) = p(x,y)

p(y)
(8)

=

g(y|x)f(x)
p(y)

(9)

=

g(y|x)f(x)R
g(y|x)f(x)dx (10)

/ g(y|x)f(x) (11)
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Success Stories

Graphical Models Factor Graphs

Factorie Infer.NETSTANBUGS



BUGS 

• Language restrictions 
• Bounded loops 
• No branching  

• Model class 
• Finite graphical models 

• Inference - sampling 
• Gibbs

17
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Algorithm 1 Gaussian unknown mean model in BUGS
model {

x ~ dnorm(a, 1/b)

for (i in 1:N) {

y[i] ~ dnorm(x, 1/c)

}

}

Algorithm 2 Gaussian unknown mean query in Anglican (Eqv. to BUGS model in Alg. 1)

(defquery unknown-mean

[ys a b c]

(let [x (sample (normal a (sqrt b)))

likelihood (normal x (sqrt c))]

(map (fn [y] (observe likelihood y)) ys)

(predict :x x)))

looks a lot like some kind of weird program. In fact, it is, particularly if you think about it
generatively. In fact, Algorithm 1 shows this model written in BUGS language (Plummer,
2003). In this program the variables N, a, b, c, and {yi}N

i=1

are assumed to have been defined
and bound to values before the model is “executed.”

As an aside note that the same model can be expressed in the family of more expressive
languages including. As an example consider the same model written in Anglican, Alg. ??.

but these both are just declarative denotations of something. In both cases, the BUGS
model and the Anglican query denote a conditional distribution, in this case of x conditioned
on the model structure and the value of observations y

1

and y
2

. As an aside, note that if we
wanted to do prediction we could simply specify another y

3

that is conditionally dependent
in the same way on x but not observed.

How we choose to run the program, i.e. to compute the denoted conditional distribution
is a big part of probabilistic programming. Options include source code analysis and pro-
gram transformations, interpretation to a dependency graph then running ‘stock’ samplers
on the same, or treating the program as exactly that at running it, often multiple times, in
such a way so as to arrive at a converging sequence of program runs (again, more on that
later).

We’ll touch very briefly on the former, however, in this paper we’ll largely punt on
it and point out that doing program transformations that, essentially, analytically derive
conditional distributions foremost requires not only an established, formal, and correct
language semantics but also the skills of a programming languages expert. And while doing
this is seems extremely attractive and is intellectually challenging in the extreme, we in
the machine learning community already understand that there are relatively few models in
which such total transformations are possible so we’ll graciously leave this to the discussion
in this paper and let the programming languages community develop and report on these
tools. When they do this will truly automate big parts of everyday statistical inference

8

A Tutorial on Probabilistic Programming

by recognizing that certain programs correspond to closed-form integrals. Note that there
can be transformations of complex models to graphical models in which computationally
e�cient inference can be performed, but we digress. More on this later.

FIXME – Write an example of the program transformation of a the BUGS program by
moving lines up...

For now, let’s examine how one might write an interpreter from a simple language like
BUGS to an actual graphical representation of the model denotation, and, further, how one
might implement a “generic” inference engine for computing the conditional distribution
specified by the model.

To start, every variable name to the left of a ⇠ denotes a random variable – and to
the right a distribution. There is another operator  which instantiates another variable
(again on the left) that is a deterministic function of values to its right.

Interpreting this kind of model then involves running a program to, in this case, build
a graphical model (for this model, Fig. 1). Note that in this quite simple example we don’t
have any deterministic variables, but, even in the general setting, these don’t cause trouble
in figuring out a way to interpret the program, just, potentially, how well the conditional
distribution denoted by the program can be characterized.

a b

c
x

y1y2

Figure 1: Graphical model for Gaussian unknown mean model

Now, given such a graphical structure, one can examine it and pattern match to, for
instance, per-vertex Gibbs operators for use in a global Gibbs sampling algorithm. As
this and programs allowed by the BUGS modeling language, describe directed graphical
models (and, in the case of many BUGS/JAGS packages will cause a compilation error
if you attempt to define a model with cycles) then you can compute the Markov blanket
for each node and attempt to pattern match it to an “e�cient” Gibbs operator for such
a node. In this case we might identify the Markov blanket of x as being all the variables
in the model and then, given the type of the variable (available, syntactically, from the
name of the of the random procedure, here dnorm). If each random procedure includes type
information in the form of its domain, a function that evaluates the density or distribution
of it’s output given its arguments, and, perhaps, whether or not it can form a conjugate
relationship with any other distributions, then, pattern matching on the graph can be used
to select amongst a bank of univariate (or, rather, single random variable – which might
not be univariate) samplers that apply to that particular pattern, and, in the case of Gibbs
kernels that require evaluating the probability of the variable at the node (like, for instance,

9

Spiegelhalter et al. "BUGS: Bayesian inference using Gibbs sampling, Version 0.50." Cambridge 1995.



STAN : Finite Dimensional Differentiable Distributions 

• Language restrictions 
• Bounded loops 
• No discrete random variables* 

• Model class 
• Finite dimensional differentiable distributions 

• Inference - sampling 
• Hamiltonian Monte Carlo  

• Reverse-mode automatic differentiation 
• Black box variational inference, etc.
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These languages include Anglican (Wood et al., 2014), Venture (Mansinghka et al.,
2014), and WebPPL (Goodman and Stuhlmüller, 2014).

14.1 Model Definition Syntax

The above systems make different trade-offs in terms of the models they can express
and the inference algorithms that the back end provides. In order to understand these
trade-offs, we compare the modeling and inference capabilities in a series of example
programs. To illustrate the basic model definition syntax in each system, we begin by
considering a simple one-dimensional linear dynamical system (LDS), with generative
model

x1 ⇠ Normal(0.0, 1.0) (153)
xt|xt�1 ⇠ Normal(a xt, q) for t = 2, . . . , T (154)
yt|xt ⇠ Normal(xt, 1.0) (155)

We assume that the parameters a and q are known, but specify them symbolically to
illustrate how their values can be passed to the model.

In our description

14.1.1 STAN

data {

int<lower=2> T;

real ys[T];

real a;

real q;

}

parameters {

real xs[T];

}

model {

xs[1] ~ normal(0.0, 1.0);

for (t in 2:T)

xs[t] ~ normal(a * xs[t - 1], q);

for (t in 1:T)

ys[t] ~ normal(xs[t], 1.0);

}

In Stan models are specified using an imperative syntax that minimally contains
three required blocks: data, parameters, and model. Figure 12 show these three
blocks for the 1-dimensional LDS. The data block defines the type signature of all
known variables and constants, whose values must be supplied to the back end prior
to inference. The parameters block defines type signatures for all unknown variables,

90
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(HMC) is one such approach. In HMC, we consider the joint distribution over all la-
tent random variables x in the target density as a real-valued potential energy function
U(x), with

⇡(x) =
1

Z
exp {�U(x)} . (72)

Hamiltonian Monte Carlo introduces auxiliary “momentum” variables p, with K(p) rep-
resenting the kinetic energy of the system. The momentum variables are typically
defined as from a zero-mean Gaussian with covariance M, noting that the dimension
of p is the same as the dimension of x (i.e., if x 2 RD, then also p 2 RD). This yields
a joint target distribution ⇡0

(x,p) given by

⇡0
(x,p) =

1

Z 0 exp{�U(x) � K(p)} (73)

=

1

Z 0 exp

⇢
�U(x) +

1

2

p

>
M

�1
p

�
. (74)

The total energy of the system is defined by a function known as the Hamiltonian,

H(x,p) = U(x) +K(p). (75)

By way of physical analogy, we can consider the energy “landscape” defined by U(x)

(with lower-energy states having higher probability), with the kinetic energy pushing our
sampler along this surface. If we consider this “movement” of the sampler over some
time ⌧ , the time evolution of the system is given by the differential equations

@x

@⌧
=

@H

@p
= M

�1
p (76)

@p

@⌧
= �@H

@x
= �r

x

U(x). (77)

Considering the flow from some initial point x(0),p(0) to x(⌧),p(⌧), Hamiltonian sys-
tems are known to preserve total energy H(·), preserve volume, and be time reversible.
Solving the differential equation can be accomplished via any numerical integration
technique which is volume-preserving and time-reversible; ideally it would (at least ap-
proximately) also preserve total energy. Since holding total energy fixed also holds the
joint density fixed, MCMC proposals which integrate the Hamiltonian for some distance
⌧ make steps which keep the joint density fixed and thus (were it not for the numeric
integration error) would produce an acceptance rate of 1. The volume-preserving prop-
erty means that it is unnecessary to compute any change-of-variables Jacobian term
in the acceptance ratio.

MCMC with Hamiltonian dynamics then proceeds by alternately sampling the mo-
mentum variables, and then simulating the forward dynamics. Since ⇡0

(x,p) factorizes
into a product of independent distributions on x and p, the momentum variables p are

52

STAN Development Team "Stan: A C++ Library for Probability and Sampling." 2014.

r
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log p(x,y)



Factorie and Infer.NET 
• Language restrictions 

•  Finite compositions of factors 
• Model class 

• Finite factor graphs  
• Inference - message passing, etc.
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N (sa; µs, �
2
s ) N (sb; µs, �

2
s ) N (sc; µs, �

2
s )

sa sb sc

N (pa1; µp, �
2
p)

N (pa3; µp, �
2
p)

N (pb1; µp, �
2
p)

N (pb2; µp, �
2
p) N (pc2; µp, �

2
p)

N (pc3; µp, �
2
p)pa1

pa3

pb1

pb2 pc2

pc3

I(w1 = pa1 > pb1))
I(w2 = pb2 > pc2))

I(w3 = pc3 > pa3))

w1

w2

w3

Figure 5: Factor graph for the TrueSkill example.

Each approximating factor ˜fm is chosen to be an exponential family distribution of the
form

˜fm(x) =
1

Zm(⌘m)
hm(xm) exp(⌘m · um(x)), (55)

where ⌘m is the vector of natural parameters, which will be learned, and u(x) is the
vector of sufficient statistics. One of the properties of exponential family distributions is
that the product of two exponential family distributions, once normalized, is once again
an exponential family distribution. In other words

q(x;⌘) =
1

Zq(⌘)
h(x) exp(⌘ · u(x)), (56)

h(x) =
Y

m2U

hm(x), (57)

⌘ · u(x) =
X

m2U

⌘m · um(x), (58)

Zq(⌘) =

Z
dx h(x) exp[⌘ · u(x)]. (59)

A nice property of the expontial family distribution is that we can express the KL diver-
gence in equation 54 as

KL (⇡(x)kq(x;⌘)) = logZq(⌘) + ⌘ · E⇡(x)[u(x)] + const. (60)

48

TrueSkill CRF

Minka, Winn, Guiver, and Knowles "Infer .NET 2.4, Microsoft Research Cambridge." 2010. 
 . McCallum, Schultz, and Singh. “Factorie Probabilistic programming via imperatively defined factor graphs.“ NIPS 2009  

A TUTORIAL ON PROBABILISTIC PROGRAMMING

(defquery trueskill

"Simple TrueSkill example with 3 players and 3 matches"

[skill-prior perf-noise]

(let [skill-prior (normal 25.0 10.0)

perf-noise (sqrt 25.0)

alice-skill (sample skill-prior)

bob-skill (sample skill-prior)

cyd-skill (sample skill-prior)]

; rejection criterion: alice wins from bob
(observe (dirac (> (sample (normal alice-skill perf-noise))

(sample (normal bob-skill perf-noise))))

true)

; rejection criterion: bob wins from cyd
(observe (dirac (> (sample (normal bob-skill perf-noise))

(sample (normal cyd-skill perf-noise))))

true)

; predict: does cyd beat alice?
(predict :cyd-wins

(> (sample (normal cyd-skill perf-noise))

(sample (normal alice-skill perf-noise))))

Figure 5: Anglican program for the TrueSkill example.
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Figure 6: Factor graph for CRF.
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Modeling language desiderata
• Unrestricted 

• “Open-universe” / infinite dim. parameter spaces 

• Mixed variable types 

• Unfettered access to existing libraries 

• Easily extensible 

• Will come at a cost 

• Inference is going to be harder 

• More ways to shoot yourself in the foot



Thus Anglican



(ns examples.factorial
  (:gen-class))

(defn factorial 
  "computes n * (n-1) * ... * 1"
  [n]
  (if (= n 1)
    1
    (* n (factorial (- n 1)))))

(defn -main 
  [& args]
  (doseq [arg args]
    (let [n (Long/parseLong arg)]
      (println "the factorial of" arg 
               "is" (factorial n)))))

Anatomy of a Clojure Program

http://clojure.org/getting_started 
http://www.braveclojure.com/do-things/



(defn factorial 
  "computes n * (n-1) * ... * 1"
  [n]
  (if (= n 1)
    1
    (* n (factorial (- n 1)))))

  (if (= n 1)
    1
    (* n (factorial (- n 1))))

expression ::= symbol | literal | (operator …)

Anatomy of a Clojure Expression

operator ::= special | function | macro

special ::= def | if | fn | let | loop | recur | 
            do | new | . | throw | set! | quote | var



Atomic 
;; symbols
(symbol "ada"), ada

;; keywords
:ada  

;; integers, doubles, ratios
1234, 1.234, 12/34

;; strings, characters
"ada", \a \d \a

;; booleans, null
true, false, nil

;; regular expressions
#"a*b"

Collections 
;; lists
(list 1 2 3), (1 2 3)

;; hash maps
{:a 1 :b 2}

;; vectors
[1 2 3]

;; sets
#{1 2 3}

;; everything nests
{:a [[1 2] [3 4]] 
 :b #{5 6 (list 7 8)}
 :c {"d" 9 \e 10}}

Immutable Data Types



Evaluation in ClojureClojure Evaluation

Reader

evaluator/
compiler

Effect

data structures

Code 

Text

bytecode JVM

characters

(image credit: Rich Hickey)

(let [expr (read-string "(+ 1 2)")]
  (prn expr) ; => (+ 1 2)
  (prn (class expr)) ; => clojure.lang.Persistentlist
  (prn (class (first expr))) ; => clojure.lang.Symbol
  (eval expr)) ; => 3



Anglican  
program

Anatomy of an Anglican Program
(ns examples.one-flip
  (:use [anglican.core :exclude [-main]]
        [anglican emit runtime stat])
  (:gen-class))

(defquery one-flip 
  [outcome]
  (let [theta (sample (beta 5 3))]
    (observe (flip theta) outcome)
    (> theta 0.7)))

(defn -main 
  [& args]
  (let[samples (doquery :rmh one-flip [true])]
    (prn (frequencies
           (map :result 
                (take 1000 samples))))))



Deterministic Simulation and Other Libraries
(defquery arrange-bumpers []
    (let [bumper-positions []

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)]

      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))

goal: “world” that puts ~20% of balls in box… 



(defquery arrange-bumpers []
    (let [number-of-bumpers (sample (poisson 20))
          bumpydist (uniform-continuous 0 10)
          bumpxdist (uniform-continuous -5 14)
          bumper-positions (repeatedly
                            number-of-bumpers
                            #(vector (sample bumpxdist) 
                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)]

      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))

Open Universe Models and Nonparametrics



(defquery arrange-bumpers []
    (let [number-of-bumpers (sample (poisson 20))
          bumpydist (uniform-continuous 0 10)
          bumpxdist (uniform-continuous -5 14)
          bumper-positions (repeatedly
                            number-of-bumpers
                            #(vector (sample bumpxdist) 
                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)
          
          obs-dist (normal 4 0.1)]

      (observe obs-dist num-balls-in-box)
      
      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))

Conditional (Stochastic) Simulation
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New Kinds of Models

y
x
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scene description image

cognitive process observed behavior

policy and world rewards

simulation simulator output

p(x|y) = p(y|x)p(x)
p(y)

A TUTORIAL ON PROBABILISTIC PROGRAMMING
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c
x

y1y2

Figure 1: Graphical model for Gaussian unknown mean model

x

y

Figure 2: General graphical model

error if you attempt to define a model with cycles) then you can compute the Markov
blanket for each node and attempt to pattern match it to an “efficient” Gibbs operator
for such a node. In this case we might identify the Markov blanket of x as being all the
variables in the model and then, given the type of the variable (available, syntactically,
from the name of the of the random procedure, here dnorm). If each random proce-
dure includes type information in the form of its domain, a function that evaluates the
density or distribution of it’s output given its arguments, and, perhaps, whether or not
it can form a conjugate relationship with any other distributions, then, pattern matching
on the graph can be used to select amongst a bank of univariate (or, rather, single
random variable – which might not be univariate) samplers that apply to that particular
pattern, and, in the case of Gibbs kernels that require evaluating the probability of the
variable at the node (like, for instance, an enumerative local kernel for a discrete node),
compute the probability of a new value for the random variable at that node.

In this case p(x; a, b) is univariate normal so we know that x 2 R and, additionally,
if a and b are fixed and y1 and y2 are either normally distributed with mean x (as they
are in this example) or normally distributed with means given by affine functions of x
(which can be detected by a pattern like y[i] ~ dnorm(d*x+e,c) which again isn’t
hard to detect, particularly as this particular program is equivalent and could trivially be
rewritten to

f <- d*x+e

y[i] ~ dnorm(f,c)

23
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Machine Learning

In science and engineering we have a lot of prior
information
The Bayesian paradigm allow us to utilize this in
a principled probabilistic approach

p(✓|D) / p(D|✓)p(✓)

But we now need to perform inference...

Tom Rainforth Automating Inference, Learning, and Design 5/22

Inference

Example - Tomography

Figure 1: A Pipe Sampled From the Prior Distribution

Figure 2: A Pipe Sampled From the Prior Distribution

. where
P (DT |G, DS) = N

�
DT ; µ = D̂P (G) + DS , � = �1I

�

,

P (DS |G) = N
�
DS ; µ = D̂S(G), � = �1I

�

4
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Figure 2: A Pipe Sampled From the Prior Distribution

. where
P (DT |G, DS) = N

�
DT ; µ = D̂P (G) + DS , � = �1I
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,

P (DS |G) = N
�
DS ; µ = D̂S(G), � = �1I
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Pipe sample 1 Pipe Sample 2

Rainforth, Mahendran, Osborne, Vedaldi, and Wood. Selecting, Stitching and Identifying Digital Data
used in Integrity Management. Project Report 2017.
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[Rainforth, Mahendran, Osborne, Vedaldi and Wood. Industry sponsored project 2017]
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“Approximate Bayesian image interpretation using generative probabilistic graphics programs." NIPS (2013).

Can you write a  
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Captcha Generative Model
(defm sample-char []
 {:symbol (sample (uniform ascii))
  :x-pos (sample (uniform-cont 0.0 1.0))
  :y-pos (sample (uniform-cont 0.0 1.0))
  :size (sample (beta 1 2))
  :style (sample (uniform-dis styles))
  …})

(defm sample-captcha []
 (let [n-chars (sample (poisson 4))
        chars (repeatedly n-chars
                      sample-char)

noise (sample salt-pepper)
…]

gen-image))



Conditioning
(defquery captcha [true-image]
 (let [gen-image (sample-captcha)]

(observe (similarity-kernel gen-image)    
true-image)

gen-image))

(doquery :ipmcmc captcha true-image)

Inference

Generative 
Model 
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Kulkarni, Kohli, Tenenbaum, Mansinghka  
"Picture: a probabilistic programming language for 

scene perception." CVPR (2015).

Mansinghka, Kulkarni, Perov, and Tenenbaum.  
"Approximate Bayesian image interpretation using 

generative probabilistic graphics programs." NIPS (2013).

Observed
Image

Inferred
(reconstruction)

Inferred model 
re-rendered with 

novel poses

Inferred model 
re-rendered with 

novel lighting

Figure 3: Inference on representative faces using Picture: We
tested our approach on a held-out dataset of 2D image projections
of laser-scanned faces from [36]. Our short probabilistic program
is applicable to non-frontal faces and provides reasonable parses as
illustrated above using only general-purpose inference machinery.
For quantitative metrics, refer to section 4.1.

and informed samplers [19]. GPGP aimed to address the
main challenges of generative vision by representing visual
scenes as short probabilistic programs with random vari-
ables, and using a generic MCMC (single-site Metropolis-
Hastings) method for inference. However, due to modeling
limitations of earlier probabilistic programming languages,
and the inefficiency of the Metropolis-Hastings sampler,
GPGP was limited to working with low-dimensional scenes,
restricted shapes, and low levels of appearance variability.
Moreover, it did not support the integration of bottom-up
discriminative models such as deep neural networks [23, 25]
for data-driven proposal learning. Our current work extends
the GPGP framework in all of these directions, letting us
tackle a richer set of real-world 3D vision problems.

Picture is an imperative programming language, where
expressions can take on either deterministic or stochastic val-
ues. We use the transformational compilation technique [46]
to implement Picture, which is a general method of trans-
forming arbitrary programming languages into probabilistic
programming languages. Compared to earlier formulations
of GPGP, Picture is dynamically compiled at run-time (JIT-
compilation) instead of interpreting, making program execu-
tion much faster.

A Picture program f defines a stochastic procedure that
generates both a scene description and all other information
needed to render an approximation image IR for compari-
son with an observed image ID. The program f induces a
joint probability distribution on the program trace ⇢ = {⇢i},
the set of all random choices i needed to specify the scene
hypothesis S and render IR. Each random choice ⇢i can
belong to a familiar parametric or non-parametric family of
distributions, such as Multinomial, MvNormal, DiscreteU-
niform, Poisson, or Gaussian Process, but in being used to
specify the trace of a probabilistic graphics program, their

effects can be combined much more richly than is typical for
random variables in traditional statistical models.

Consider running the program in Figure 2 unconditionally
(without observed data): as different ⇢i’s are encountered
(for e.g. coeff ), random values are sampled w.r.t their under-
lying probability distribution and cached in the current state
of the inference engine. Program execution outputs an image
of a face with random shape, texture, camera and lighting
parameters. Given image data ID, inference in Picture pro-
grams amounts to iteratively sampling or evolving program
trace ⇢ to a high probability state while respecting constraints
imposed by the data (Figure 3). This constrained simulation
can be achieved by using the observe language construct
(see code in Figure 2), first proposed in Venture [32] and
also used in [35, 47].

2.1. Architecture
In this section, we will explain the essential architectural

components highlighted in Figure 1 (see Figure 4 for a sum-
mary of notation used).
Scene Language: The scene language is used to describe
2D/3D visual scenes as probabilistic code. Visual scenes
can be built out of several graphics primitives such as: de-
scription of 3D objects in the scene (e.g. mesh, z-map,
volumetric), one or more lights, textures, and the camera
information. It is important to note that scenes expressed
as probabilistic code are more general than parametric prior
density functions as is typical in generative vision models.
The probabilistic programs we demonstrate in this paper
embed ideas from computer-aided design (CAD) and non-
parametric Bayesian statistics[37] to express variability in
3D shapes.
Approximate Renderer (AR): Picture’s AR layer takes in
a scene representation trace S⇢ and tolerance variables X⇢,
and uses general-purpose graphics simulators (Blender[5]
and OpenGL) to render 3D scenes. The rendering tolerance
X⇢ defines a structured noise process over the rendering and
is useful for the following purposes: (a) to make automatic
inference more tractable or robust, analogous to simulated
annealing (e.g. global or local blur variables in GPGP [31]),
and (b) to soak up model mismatch between the true scene
rendering ID and the hypothesized rendering IR. Inspired by
the differentiable renderer[29], Picture also supports express-
ing AR’s entire graphics pipeline as Picture code, enabling
the language to express end-to-end differentiable generative
models.
Representation Layer (RL): To avoid the need for photo-
realistic rendering of complex scenes, which can be slow
and modeling-intensive, or for pixel-wise comparison of
hypothesized scenes and observed images, which can some-
times yield posteriors that are intractable for sampling-based
inference, the RL supports comparison of generated and ob-
served images in terms of a hierarchy of abstract features.

Figure 2: Four input images from our CAPTCHA corpus, along with the final results and conver-
gence trajectory of typical inference runs. The first row is a highly cluttered synthetic CAPTCHA
exhibiting extreme letter overlap. The second row is a CAPTCHA from TurboTax, the third row
is a CAPTCHA from AOL, and the fourth row shows an example where our system makes errors
on some runs. Our probabilistic graphics program did not originally support rotation, which was
needed for the AOL CAPTCHAs; adding it required only 1 additional line of probabilistic code. See
the main text for quantitative details, and supplemental material for the full corpus.

3 Generative Probabilistic Graphics in 2D for Reading Degraded Text.

We developed a probabilistic graphics program for reading short snippets of degraded text consisting
of arbitrary digits and letters. See Figure 2 for representative inputs and outputs. In this program,
the latent scene S = {Si} contains a bank of variables for each glyph, including whether a potential
letter is present or absent from the scene, what its spatial coordinates and size are, what its identity
is, and how it is rotated:
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0 otherwise
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Our renderer rasterizes each letter independently, applies a spatial blur to each image, composites
the letters, and then blurs the result. We also applied global blur to the original training image
before applying the stochastic likelihood model on the blurred original and rendered images. The
stochastic likelihood model is a multivariate Gaussian whose mean is the blurry rendering; formally,
ID ⇠ N(IR;�). The control variables X = {Xj} for the renderer and likelihood consist of per-
letter Gaussian spatial blur bandwidths X

i
j ⇠ � · Beta(1, 2), a global image blur on the rendered

image X

blur rendered

⇠ � · Beta(1, 2), a global image blur on the original test image X

blur test

⇠
� · Beta(1, 2), and the standard deviation of the Gaussian likelihood � ⇠ Gamma(1, 1) (with �,
� and � set to favor small bandwidths). To make hard classification decisions, we use the sample
with lowest pixel reconstruction error from a set of 5 approximate posterior samples. We also
experimented with enabling enumerative (griddy) Gibbs sampling for uniform discrete variables
with 10% probability. The probabilistic code for this model is shown in Figure 4.

To assess the accuracy of our approach on adversarially obscured text, we developed a corpus con-
sisting of over 40 images from widely used websites such as TurboTax, E-Trade, and AOL, plus
additional challenging synthetic CAPTCHAs with high degrees of letter overlap and superimposed
distractors. Each source of text violates the underlying assumptions of our probabilistic graphics
program in different ways. TurboTax CAPTCHAs incorporate occlusions that break strokes within
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"Reasoning about reasoning by nested conditioning: Modeling theory of mind with probabilistic programs."  

Cognitive Systems Research 28 (2014): 80-99.

Wood Group

(peek states)))]

(observe (get obs-dists state) obs)

(conj states state)))

[(sample init-dist)]

observations)))

(declare noah andreas)

(with-primitive-procedures [pub-or-starbucks?]

(defm noah [depth]

(let [noah-location (pub-or-starbucks? 0.6)

andreas-location (andreas (dec depth))]

(observe noah-location andreas-location)

andreas-location))

(defm andreas [depth]

(let [andreas-location (pub-or-starbucks? 0.6)]

(if (> depth 0)

(let [noah-location (noah depth)]

(observe andreas-location noah-location)

noah-location)

(sample andreas-location)))))

9. Simulation Based Modeling

An alternative characterization of a probabilistic program can be considered, which focuses
purely on the generative simulation process. A deterministic (or “traditional”) program
performs some computation and then returns an output. A probabilistic programming
language augments the deterministic programming language with two constructs:

• sampling a random value according to some distribution; and

• conditioning on the value of an observed random variable.

The probabilistic program then defines a distribution over outputs, and returns some rep-
resentation of this distribution.

Informally, one can imagine “running” a probabilistic program as an operation similar
to running a deterministic program. Suppose we have some set of random primitives —
distributions such as the Gaussian, uniform, binomial, etc. — from which we can sample
new random values, or condition on observed values. In Anglican, we could draw a value
according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

40
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cognitive process behavior

Want to meet up but phones are dead…

I prefer the pub. 
Where will Noah go? 

Simulate Noah: 
Noah prefers pub 

but will go wherever Andreas is 
Simulate Noah simulating Andreas: 

… 
-> both go to pub 
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Generating Design Suggestions under Tight Constraints with
Gradient-based Probabilistic Programming

Daniel Ritchie Sharon Lin Noah D. Goodman Pat Hanrahan

Stanford University

Figure 1: Physical realizations of stable structures generated by our system. To create these structures, we write programs that
generate random structures (e.g. a random tower or a randomly-perturbed arch), constrain the output of the program to be near
static equilibrium, and then sample from the constrained output space using Hamiltonian Monte Carlo.

Abstract

We present a system for generating suggestions from highly-constrained, continuous design spaces. We formulate
suggestion as sampling from a probability distribution; constraints are represented as factors that concentrate
probability mass around sub-manifolds of the design space. These sampling problems are intractable using typical
random walk MCMC techniques, so we adopt Hamiltonian Monte Carlo (HMC), a gradient-based MCMC method.
We implement HMC in a high-performance probabilistic programming language, and we evaluate its ability to
efficiently generate suggestions for two different, highly-constrained example applications: vector art coloring
and designing stable stacking structures.

1. Introduction

Considering multiple possibilities is critical in design. Ex-
posure to different examples facilitates creativity—for in-
stance, prototyping multiple alternatives can lead to better-
quality final designs [KDK14, DGK⇤10]. Exploring the
whole space of creative options seems to help people avoid
fixation and overcome their unconscious biases [JS91].
Computation can assist with this exploration by generating

suggestions: given a model of the design space, computers
can synthesize examples that their users might never have
thought of independently.

In computer graphics, probabilistic inference has become
popular for computer-aided suggestion in domains as diverse
as color selection and furniture layout [LRFH13,YYW⇤12].
In this framework, the user provides a model of the de-
sign space by expressing her preferences as soft constraints,

© 2015 The Author(s)
Computer Graphics Forum © 2015 The Eurographics Association and John
Wiley & Sons Ltd. Published by John Wiley & Sons Ltd.

Ritchie, Lin, Goodman, & Hanrahan. 
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In Computer Graphics Forum, (2015)

Stable Static Structures

Ritchie, Mildenhall, Goodman, & Hanrahan.   
“Controlling Procedural Modeling Programs with 
Stochastically-Ordered Sequential Monte Carlo.” 
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simulation constraint

Forward Sampling SOSMC-Controlled Sampling

Figure 3: SOSMC sampling from a random building complex
model with volume matching applied.

Figure 4: Using the object avoidance scoring function to make
gnarly trees grow around obstacles.

Figure 1 shows some examples of spaceships and trees sampled
according to this score function using SOSMC. Figure 3 applies
the same score function to encourage a building complex to take on
a crescent-like shape.

6.2 Object Avoidance

Volume matching allows an artist to specify what regions of space
a model should occupy; it can also be valuable to specify the space
a model should not occupy. For this control, the user provides a set
of objects with which the model should avoid contact. We rasterize
these objects onto a binary voxel grid V

avoid

. The object avoidance
score function s

avoid

is then

s

avoid

(r) =
Y

x2D

1{V
r

(x) " V

avoid

(x)}

where " is logical NAND. This function imposes a hard constraint:
it returns 0 if V

r

and V

avoid

have any mutually filled cells and 1
otherwise.

Figure 4 shows two examples of using object avoidance to generate
trees that avoid obstacles. On the left, the tree avoids a wall with
three protruding ledges; on the right, it grows through and around
the SIGGRAPH logo. These examples also use a weaker version of
the volume matching score function (� = 0.05) to encourage the
trees to grow to a tall, full shape.

6.3 Image Matching

It is also useful to specify projective properties of a model, such as
how it looks from a particular viewpoint or when lit from a particu-

Front View Top View

Figure 5: The image matching scoring function is used to control
the appearance of a building complex from a particular viewpoint.
(Left): The model as viewed from the target viewpoint. (Right): The
model viewed from above.

Target

Front View

Top View

Figure 6: Using image matching to control the appearance of
a spaceship’s front profile. The SOSMC-sampled results closely
match the target when viewed head on but exhibit a variety of struc-
tures when viewed from other angles.

lar angle. We implement this type of control through image-based
comparisons. If I

target

is a target binary image defined over domain
D, and I

r

is a rendering of the model described by trace r onto D,
then the image matching score function s

imatch

is

s

imatch

(r) = N (sim(I
r

, I

target

), 1,�)

sim(I1, I2) =

P
x2D W (x) · 1{I1(x) = I2(x)}P

x2D W (x)

where W is a ‘weight image’ defined over D. The weight image
allows users to draw strokes over parts of the image domain where
strict matching is more or less important. For the results shown in
this paper, W is uniform unless explicitly shown. As with volume
matching, � is 0.02 unless otherwise specified.

Figure 5 shows a use of the image matching scoring function to en-
force a target silhouette for a building complex when viewed from
a particular angle. Note that the generated model is still free to
exhibit random structure when viewed from other angles.

In Figure 6, we use image matching to control the profile of a space-
ship. The generated models bear strong similarity to the target im-
age when viewed from the front but are otherwise unconstrained,
revealing diverse structure when viewed from other angles.

Figure 7 shows another use of image matching: controlling the
shadows cast by toy blocks strewn about a floor. Here, we decrease
the score error tolerance by an order of magnitude (� = 0.002), use
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Figure 2: Results on the memory maze. Top left: with a shap-
ing reward throughout the entire maze, using options slightly
degrades performance. Top right: when the shaping reward is
turned off halfway through the maze, using options improves
performance. The explanation is shown on the bottom row.
Bottom left: path learned without using options (starting in
the lower-right corner; the goal is in the upper-left corner). It
consistently stops at the edge of the shaping reward without
finding the goal. Bottom-right: options learned in the first
half of the maze enable the agent to reliably find the goal.

In this domain, the agent has external, physical actions
(denoted by ae ∈ AE) which move north, south, east and
west (here “AE” denotes “external action.”). Observations
are severely aliased, reflecting only the presence or absence of
walls in the four cardinal directions (resulting in 16 possible
observations, denoted oe ∈ OE , for “external observation”).
To simultaneously capture state and a policy, we use a finite

state controller (FSC). To allow for a potentially unbounded
number of internal states, but to favor a small number a priori,
we use a hierarchical Dirichlet Process prior. For every com-
bination of internal state si ∈ SI and external observation
si, oe we choose a successor internal state from a Dirichlet
process. For ease of exposition, we will consider these to be
internal, mental actions (denoted ai ∈ AI ). The state of the
agent is therefore the joint state of the external observation
and mental internal state.
The policy is a mapping from this joint state to both an

internal action and an external action: π : SI ×OE → AE ×
AI . The prior for the internal mental states and actions is

θsi,oe ∼ GEM(α)

ae(si, oe) ∼ distribution over external actions

ai(si, oe) ∼ Multinomial(θsi,oe)

π(si, oe) = (ai(si, oe), ae(si, oe))

where GEM is the standard stick breaking construction of a
DP over the integers [Pitman, 2002]. Note that we have ef-
fectively created an HDP-HMM [Teh et al., 2006] with deter-
ministic state transitions to model the FSC.
We now turn to the external actions. For each combination

of internal state and external observation si, oe, we must se-

Figure 3: The snake robot (left), a learned policy for wiggling
forward (middle), and the maze (right).

lect an action ae(si, oe). We take this opportunity to encode
more prior knowledge into our policy search. Because the
maze is largely open, it is likely that there are repeated se-
quences of external actions which could be useful—go north
four steps and west two steps, for example. We term these
motor primitives, which are a simplified version of options
[Precup et al., 1998]. However, we do not know how long the
motor primitives should be, or how many there are, or which
sequence of actions each should be composed of.
Our distribution over motor primitives is given by the fol-

lowing generative process: to sample a motor primitive k, we
sample its length nk ∼ Poisson(λ), then sample nk external
actions from a compound Dirichlet-Multinomial.
Given the size of the search space, for our first experiment,

we add a shaping reward which guides the algorithm from
lower-right to upper-left. Figure 2 (upper left) compares the
results of using motor primitives vs. not using motor primi-
tives. The version with primitives does slightly worse.
The story changes significantly if we turn off the shaping

reward halfway through the maze. The results are shown in
the upper-right pane, where the option-based policy reliably
achieves a higher return. The explanation is shown in the
bottom two panes. Policies without options successfully learn
a one-step north-west bias, but MCMC simply cannot search
deeply enough to find the goal hidden in the upper-left.
In contrast, policies equipped with motor primitives consis-

tently reach the goal. This is by virtue of the options learned
as MCMC discovered good policies for the first half of the
maze, which involved options moving north and west in large
steps. These primitives changed the search landscape for the
second half of the problem, making it easier to consistently
find the goal. This can be viewed as a form of intra-task trans-
fer; a similar story could be told about two similar domains,
one with a shaping reward and one without.

4.3 Snakes in a (Planar) Maze: Adding
Continuous Actions

We now turn to our final experiment: controlling a simu-
lated snake robot in a maze. This domain combines elements
from our previous experiments: we will use a nonparamet-
ric finite state controller to overcome partial observability,
and attempt to discover motor primitives which are useful for
navigation—except that low-level actions are now continu-
ous and nine-dimensional. We will demonstrate the utility of

y
x

policy and world reward
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facts images and sentences

Generative Model for Images

Sample
Facts

Sample 
sprites + 
positions 

constrained 
by facts

Render 
Image

[:faces :bear :boy]
[:kicks :boy :soccer-ball]

{:sprite :boy
 :x 100  :y 100
 :faces :left}

{:sprite :bear
 :x 10  :y 100
 :faces :right}

...

Generative Model for Captions

[:faces :bear :girl], 
[:close :boy :bear]

“The girl is faced by the bear, 
which is close to the boy.”

Facts
Select words 

and 
pronouns

Generate 
Sentence

Conditioning
● Condition image on sentence

"The ball kicks Bob while the bear is faced by Alice."

■

Facts

Sentence

Image

 
 

 

Alice kicked the 
Bear while Bob 

watched
Alex Collins (acollins@nvidia.com)

Alex Ledger (a.led1027@gmail.com)
Timon Gehr (timon.gehr@gmail.com)

Facts

SentenceImage



Task&Gaze-Directed Object Localization
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unknown locations fixations

Team Fixation : Find Items of Interest
Team: Svetlin Penkov ( sv.penkov@ed.ac.uk )

Problem: Find the location of objects/regions 
with an unknown appearance.

Buil
d 

Instructions

Resources

Team Fixation : Find Items of Interest
Team: Svetlin Penkov ( sv.penkov@ed.ac.uk )

Problem: Find the location of objects/regions 
with an unknown appearance.

Buil
d 

Instructions

Resources

Results

Buil
d 

Instructions

Resources Buil
d 

Instructions

Resources

Model
T

AtAt-1

Ft-1

At+1

Ft+1Ft

Et Et+1Et-1

... ...

Buil
d 

Instructions

Resources

p(Ft | At = build, E)p(Ft | At = find, E)

E not fully observable so p(Ft | At = check, E) = ?

p(At), p(At | At-1) are already learnt

“Anglican = awesome”

“Spent two weeks trying to get the model working with Figaro / Scala”

“It took me 1 evening (at the bar with cocktails) 
to make it work with Anglican / Clojure”



Rock Composition Via X-ray Fluorescence
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rock composition x-ray flourescence

Matthew Dirks  
mcdirks@cs.ubc.ca

mailto:mcdirks@cs.ubc.ca


Thinking Generatively about Discriminative Tasks

(defquery lin-reg [x-vals y-vals]
 (let [m (sample (normal 0 1))  
        c  (sample (normal 0 1))
        f (fn [x] (+ (* m x) c))]
  (map (fn [x y]

     (observe 
               (normal (f x) 0.1) y))

    x-vals y-vals))
  [m c])

([0.58 -0.05] [0.49 0.1] [0.55 0.05] [0.53 0.04] ….

(doquery :ipmcmc lin-reg data options)



MD5 Inversion
(defquery md5-inverse [L md5str] 
    "conditional distribution of strings
     that map to the same MD5 hashed string"
    (let [mesg (sample (string-generative-model L))]
      (observe (dirac md5str) (md5 mesg))
      mesg)))



Powerful and Practical Utility as Target Language

50



Decision-Making Under Uncertainty

51

INVRE
Make Better Decisions

https://invrea.com/plugin/excel/v1/download/

y
x

spreadsheet model actuals

Investment
Opportunity!

£23B/yr risk analytics market

https://invrea.com/plugin/excel/v1/download/


(Re-?) Introduction to 
Bayesian Inference



• Understand joint, marginal, and conditional 
probability distributions 

• Understand expectations of functions of a random 
variable 

• Understand how Monte Carlo methods allow us to 
approximate such expectations 

• Understand how to implement basic Monte Carlo 
inference methods

Goals of this part



Simple example: discrete probability

Red bin Blue bin



Simple example: discrete probability

p(apple|red) = 2/8 p(apple|blue) = 3/4
p(red bin) = 2/5 p(blue bin) = 3/5

“First I pick a bin, then I pick a single fruit from the bin”



Simple example: discrete probability

p(apple|red) = 2/8

p(apple|blue) = 3/4

p(red bin) = 2/5

p(blue bin) = 3/5

Easy question: what is the probability I pick the red bin?

“First I pick a bin, then I pick a single fruit from the bin”



Simple example: discrete probability

p(apple|red) = 2/8

p(apple|blue) = 3/4

p(red bin) = 2/5

p(blue bin) = 3/5

Easy question: If I first pick the red bin, what is the 
probability I pick an orange?

“First I pick a bin, then I pick a single fruit from the bin”



Simple example: discrete probability

p(apple|red) = 2/8

p(apple|blue) = 3/4

p(red bin) = 2/5

p(blue bin) = 3/5

Less easy question: What is the overall probability of 
picking an apple?

“First I pick a bin, then I pick a single fruit from the bin”



Simple example: discrete probability

p(apple|red) = 2/8

p(apple|blue) = 3/4

p(red bin) = 2/5

p(blue bin) = 3/5

Hard question: If I pick an orange, what is the probability 
that I picked the blue bin?

“First I pick a bin, then I pick a single fruit from the bin”



• The “hard question” requires reasoning backwards in our 
generative model 

• Our generative model specifies these probabilities explicitly: 
‣ A “marginal” probability p(bin) 
‣ A “conditional” probability p(fruit | bin) 
‣ A “joint” probability p(fruit, bin) 

• How can we answer questions about different conditional or 
marginal probabilities? 
‣ p(fruit): “what is the overall probability of picking an orange?” 
‣ p(bin|fruit): “what is the probability I picked the blue bin, 

given I picked an orange?”

What is inference?



We just need two basic rules of probability. 

• Sum rule: 

• Product rule:

• These rules define the relationship between 
marginal, joint, and conditional distributions.

Rules of probability



 Bayes’ rule relates two conditional probabilities:

Bayes’ Rule

Posterior Likelihood Prior



Mini–exercise

X

x

p(x |y) = ???

Use the sum and product rules!



Simple example: discrete probability

USE THE SUM RULE: What is the overall probability of 
picking an apple?

“First I pick a bin, then I pick a single fruit from the bin”

p(apple) = p(apple|red)p(red) + p(apple|blue)p(blue)
=        2/8     x    2/5    +          3/4     x    3/5
= 0.55



Simple example: discrete probability

USE BAYES’ RULE: If I pick an orange, what is the 
probability that I picked the blue bin?

“First I pick a bin, then I pick a single fruit from the bin”

p(blue|orange) =

=  

= 1/3

p(orange|blue)p(blue)
p(orange)

        1/4     x    3/5
    6/8 x 2/5  +  1/4 x 3/5



Continuous probability



p(x |µ,�) =
1

�
p

2⇡
exp

ß
1

2�2

(x �µ)2
™

The normal distribution

x

µ

�

p(x |µ,�)



• Measure the temperature of some water using an 
inexact thermometer 

• The actual water temperature x is somewhere near 
room temperature of 22°; we record an estimate y. 

Easy question: what is p(y | x = 25) ? 

Hard question: what is p(x | y = 25) ?

A simple continuous example

x ⇠ Normal(22, 10)
y |x ⇠ Normal(x , 1)



• For real-valued x, the sum rule becomes an integral: 

• Bayes’ rule:

Rules of probability: continuous

p(y) =
Z

p(y , x )dx

p(x |y) = p(y |x )p(x )
p(y)

=
p(y |x )p(x )R

p(y , x )dx



Integration is harder than addition!

In general this integral is intractable, and we can 
only evaluate up to a normalizing constant

Bayes’ rule:

Sum rule, in the 
denominator: p(y = 25) =

Z
p(x)p(y = 25|x)dx

p(x |y = 25) =
p(x)p(y = 25|x)

p(y = 25)



Monte Carlo inference



• Our data is given by y 

• Our generative model specifies the prior and likelihood 

• We are interested in answering questions about the 
posterior distribution of p(x | y)

General problem:

Posterior Likelihood Prior



• Typically we are not trying to compute a probability 
density function for p(x | y) as our end goal 

• Instead, we want to compute expected values of some 
function f(x) under the posterior distribution

General problem:

Posterior Likelihood Prior



• Discrete and continuous: 

• Conditional on another random variable:

Expectation

1.2. Probability Theory 19

that the probability of x falling in an infinitesimal volume δx containing the point x
is given by p(x)δx. This multivariate probability density must satisfy

p(x) ! 0 (1.29)!
p(x) dx = 1 (1.30)

in which the integral is taken over the whole of x space. We can also consider joint
probability distributions over a combination of discrete and continuous variables.

Note that if x is a discrete variable, then p(x) is sometimes called a probability
mass function because it can be regarded as a set of ‘probability masses’ concentrated
at the allowed values of x.

The sum and product rules of probability, as well as Bayes’ theorem, apply
equally to the case of probability densities, or to combinations of discrete and con-
tinuous variables. For instance, if x and y are two real variables, then the sum and
product rules take the form

p(x) =
!

p(x, y) dy (1.31)

p(x, y) = p(y|x)p(x). (1.32)

A formal justification of the sum and product rules for continuous variables (Feller,
1966) requires a branch of mathematics called measure theory and lies outside the
scope of this book. Its validity can be seen informally, however, by dividing each
real variable into intervals of width ∆ and considering the discrete probability dis-
tribution over these intervals. Taking the limit ∆ → 0 then turns sums into integrals
and gives the desired result.

1.2.2 Expectations and covariances
One of the most important operations involving probabilities is that of finding

weighted averages of functions. The average value of some function f(x) under a
probability distribution p(x) is called the expectation of f(x) and will be denoted by
E[f ]. For a discrete distribution, it is given by

E[f ] =
"

x

p(x)f(x) (1.33)

so that the average is weighted by the relative probabilities of the different values
of x. In the case of continuous variables, expectations are expressed in terms of an
integration with respect to the corresponding probability density

E[f ] =
!

p(x)f(x) dx. (1.34)

In either case, if we are given a finite number N of points drawn from the probability
distribution or probability density, then the expectation can be approximated as a
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finite sum over these points

E[f ] ≃ 1
N

N!

n=1

f(xn). (1.35)

We shall make extensive use of this result when we discuss sampling methods in
Chapter 11. The approximation in (1.35) becomes exact in the limit N → ∞.

Sometimes we will be considering expectations of functions of several variables,
in which case we can use a subscript to indicate which variable is being averaged
over, so that for instance

Ex[f(x, y)] (1.36)

denotes the average of the function f(x, y) with respect to the distribution of x. Note
that Ex[f(x, y)] will be a function of y.

We can also consider a conditional expectation with respect to a conditional
distribution, so that

Ex[f |y] =
!

x

p(x|y)f(x) (1.37)

with an analogous definition for continuous variables.
The variance of f(x) is defined by

var[f ] = E
"
(f(x) − E[f(x)])2

#
(1.38)

and provides a measure of how much variability there is in f(x) around its mean
value E[f(x)]. Expanding out the square, we see that the variance can also be written
in terms of the expectations of f(x) and f(x)2Exercise 1.5

var[f ] = E[f(x)2] − E[f(x)]2. (1.39)

In particular, we can consider the variance of the variable x itself, which is given by

var[x] = E[x2] − E[x]2. (1.40)

For two random variables x and y, the covariance is defined by

cov[x, y] = Ex,y [{x − E[x]} {y − E[y]}]
= Ex,y[xy] − E[x]E[y] (1.41)

which expresses the extent to which x and y vary together. If x and y are indepen-
dent, then their covariance vanishes.Exercise 1.6

In the case of two vectors of random variables x and y, the covariance is a matrix

cov[x,y] = Ex,y

"
{x − E[x]}{yT − E[yT]}

#

= Ex,y[xyT] − E[x]E[yT]. (1.42)

If we consider the covariance of the components of a vector x with each other, then
we use a slightly simpler notation cov[x] ≡ cov[x,x].



• We can approximate expectations using samples 
drawn from a distribution p. If we want to compute  
 
 
 
we can approximate it with a finite set of points 
sampled from p(x) using  
 
 
 
 
which becomes exact as N approaches infinity.

Key Monte Carlo identity
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• Simple, well-known distributions: samplers exist (for 
the moment take as given) 

• We will look at: 

1. Build samplers for complicated distributions out of 
samplers for simple distributions compositionally 

2. Rejection sampling 

3. Likelihood weighting 

4. Markov chain Monte Carlo

How do we draw samples?



• In our example with estimating the water temperature, 
suppose we already know how to sample from a 
normal distribution.  
 
 
 
We can sample y by literally simulating from the 
generative process: we first sample a “true” 
temperature x, and then we sample the observed y. 

• This draws a sample from the joint distribution p(x, y).

Ancestral sampling from a model

x ⇠ Normal(22, 10)
y |x ⇠ Normal(x , 1)



Samples from the joint distribution



• What if we want to sample from a conditional 
distribution? The simplest form is via rejection. 

• Use the ancestral sampling procedure to simulate 
from the generative process, draw a sample of x 
and a sample of y. These are drawn together from 
the joint distribution p(x, y). 

• To estimate the posterior p(x | y = 25), we say that 
x is a sample from the posterior if its corresponding 
value y = 25. 

• Question: is this a good idea?

Conditioning via rejection



Conditioning via rejection

Black bar shows measurement at y = 25. 
How many of these samples from the joint have y = 25 ?



• One option is to sidestep sampling from the 
posterior p(x | y = 3) entirely, and draw from some 
proposal distribution q(x) instead. 

• Instead of computing an expectation with respect 
to p(x|y), we compute an expectation with respect 
to q(x):

Conditioning via importance sampling

E
p(x|y)[f(x)] =

Z
f(x)p(x|y)dx

=

Z
f(x)p(x|y)q(x)

q(x)
dx

= E
q(x)


f(x)

p(x|y)
q(x)

�



• Define an “importance weight” 

• Then, with  
 
 

• Expectations now computed using weighted 
samples from q(x), instead of unweighted samples 
from p(x|y)

Conditioning via importance sampling

W (x) =
p(x|y)
q(x)

xi ⇠ q(x)

E
p(x|y)[f(x)] = E

q(x) [f(x)W (x)] ⇡ 1

N

NX

i=1

f(x
i

)W (x
i

)



• Typically, can only evaluate W(x) up to a constant 
(but this is not a problem): 

• Approximation:

Conditioning via importance sampling

W (xi) =
p(xi|y)
q(xi)

w(xi) =
p(xi, y)

q(xi)

W (xi) ⇡
w(xi)PN
j=1 w(xj)

E
p(x|y)[f(x)] ⇡

NX

i=1

w(x
i

)
P

N

j=1 w(xj

)
f(x

i

)



• We already have very simple proposal distribution 
we know how to sample from: the prior p(x). 

• The algorithm then resembles the rejection 
sampling algorithm, except instead of sampling 
both the latent variables and the observed 
variables, we only sample the latent variables 

• Then, instead of a “hard” rejection step, we use the 
values of the latent variables and the data to assign 
“soft” weights to the sampled values.

Conditioning via importance sampling



Likelihood weighting schematic

Draw a sample of x from the prior



What does p(y|x) look like for this sampled x ?

Likelihood weighting schematic



What does p(y|x) look like for this sampled x ?

Likelihood weighting schematic



What does p(y|x) look like for this sampled x ?

Likelihood weighting schematic



Compute p(y|x) for all of our x drawn from the prior

Likelihood weighting schematic



Assign weights (vertical bars) to samples  
for a representation of the posterior

Likelihood weighting schematic



• Problem: Likelihood weighting degrades poorly as the 
dimension of the latent variables increases, unless we 
have a very well-chosen proposal distribution q(x). 

• An alternative: Markov chain Monte Carlo (MCMC) 
methods draw samples from a target distribution by 
performing a biased random walk over the space of the 
latent variables x. 

• Idea: create a Markov chain such that the sequence of 
states x0, x1, x2, … are samples from p(x | y)

Conditioning via MCMC

A Tutorial on Probabilistic Programming

(defquery hmm

[observations init-dist trans-dists obs-dists]

(predict

:states

(reduce

(fn [states obs]

(let [state (sample (get trans-dists

(peek states)))]

(observe (get obs-dists state) obs)

(conj states state)))

[(sample init-dist)]

observations)))

(defquery hmm

[ys init-dist trans-dists obs-dists]

(predict

:x

(reduce

(fn [xs y]

(let [x (sample (get trans-dists

(peek xs)))]

(observe (get obs-dists state) y)

(conj xs x)))

[(sample init-dist)]

ys)))

x0 x1 x2 x3 · · ·

y1 y2 y3

Figure 11: Square Lattice Ising Model

(declare noah andreas)

(with-primitive-procedures [pub-or-starbucks?]

(defm noah [depth]

(let [noah-location (pub-or-starbucks? 0.6)

andreas-location (andreas (dec depth))]

(observe noah-location andreas-location)

andreas-location))

57

p(xn|xn�1)



• MCMC also uses a proposal distribution, but this proposal 
distribution makes local changes to the latent variables x. 
The proposal q(x' | x) defines a conditional distribution 
over x' given a current value x. 

• Typical choice: add small amount of Gaussian noise  

• We use the proposal and the joint density to define an 
“acceptance ratio”  
 

• Metropolis-Hastings: with probability A we “move” state 
with the new value x’, otherwise we stay at x. 

Conditioning via MCMC

A(x ! x

0) = min

✓
1,

p(x0
, y)q(x|x0)

p(x, y)q(x0|x)

◆



The (unnormalized) joint distribution p(x,y)  
is shown as a dashed line

MCMC schematic



Initialize arbitrarily (e.g. with a sample from the prior)

MCMC schematic



Propose a local move on x from a transition distribution

MCMC schematic



Here, we proposed a point in a region of  
higher probability density, and accepted

MCMC schematic



Continue: propose a local move, and accept or reject. 
At first, this will look like a stochastic search algorithm!

MCMC schematic



MCMC schematic

Once in a high-density region, it will explore the space



MCMC schematic

Once in a high-density region, it will explore the space



MCMC schematic

Helpful diagnostic: a “trace plot” of the path of the sampled 
values, as the number of MCMC iterations increases



MCMC schematic

Histogram of trace plot, overlaid on prior probability density



• Part one: a model much like the model we just looked at, 
Gaussian data with a latent Gaussian distributed mean 

A. implement likelihood weighting for this model 

B. this is one of the very few continuous models where 
exact inference is possible. Do the math, and check if 
your sampler is correct! 

• Part two: seven scientists are performing an experiment to 
estimate the value of a particular physical constant. Most 
of them find similar results, but a few differ by surprisingly 
much. Do I trust all these scientists equally? What is the 
“real” value? Write an MCMC sampler to find out!

Demo



How It Works :  
High-Performance  

Execution-Based Inference for 
Higher-Order PPLs
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Anglican

69

Algorithm 6 Relating Anglican syntactic constructs to model-based
reasoning notation

(defquery example [param y]

(let [x (sample (f (theta param)))] ; f(x)
(observe (g (phi param x)) y) ; g(y|x)
x))

(def posterior ((conditional example :method) parameter-value y-value))

(repeatedly K (fn [] sample posterior))

; samples xk ≥ p(x|y)

Algorithm 7 Relating Anglican syntactic constructs to model-based
reasoning notation

(defquery example [y]

(let [x (sample (beta 1 1))] ; f(x)
(observe (bernoulli x) y) ; g(y|x)
x))

(def posterior ((conditional example :importance) y-value))

(def samples (repeatedly K (fn [] sample posterior)))

; samples x(k) ≥ p(x|y)
(def Q (fn [x] (if (> 0.7 x) 1 0)))

(def EQ (mean (map Q samples)))

; computes expectation E(Q) =
s

Q(x)p(x|y)dx

}
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Anglican Inference Problem Denotation

69

Algorithm 6 Relating Anglican syntactic constructs to model-based
reasoning notation

(defquery example [param y]

(let [x (sample (f (theta param)))] ; f(x)
(observe (g (phi param x)) y) ; g(y|x)
x))

(def posterior ((conditional example :method) parameter-value y-value))

(repeatedly K (fn [] sample posterior))

; samples xk ≥ p(x|y)

Algorithm 7 Relating Anglican syntactic constructs to model-based
reasoning notation

(defquery example [y]

(let [x (sample (beta 1 1))] ; f(x)
(observe (bernoulli x) y) ; g(y|x)
x))

(def posterior ((conditional example :importance) y-value))

(def samples (repeatedly K (fn [] sample posterior)))

; samples x(k) ≥ p(x|y)
(def Q (fn [x] (if (> 0.7 x) 1 0)))

(def EQ (mean (map Q samples)))

; computes expectation E(Q) =
s

Q(x)p(x|y)dx

}

• Syntactically denotes joint and conditioning 

• Evaluator characterizes
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according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

by considering the probabilistic program to be executed in the context of some backend B,
and introduce the concept of a program execution trace which enumerates all random choices
made during the course of executing the program. Crucially, the probabilistic program ex-
ecution is completely deterministic given the value of the trace — that is, given a sequence
of sampled values x

1

, x
2

, . . . then the output of the probabilistic program is deterministic.
The backend B interacts with the program P as follows.

• We initialize by beginning execution of the program P.

• When execution of P encounters a sample statement, observe statement, or the end
of the program, it yields control to the backend.

– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a parameter
vector ✓. The backend samples a value x ⇠ f(·|✓); it then returns control to P
which continues execution, providing this value as the output of sample.

– observe: P passes to B a tuple (g, �, y) consisting of a distribution g, a parameter
vector �, and a observed value y. Control is then returned to P, which continues
execution.

– If P has terminated, it returns a value z, which can be any arbitrary (determin-
istic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we encounter N
observe statements and M sample statements. This yields sequences of tuples {(gi, �i, yi)}Ni=1

corresponding to the observe statements, and {(fj , ✓j)}Mj=1

corresponding to the sample

statements, with the associated sequence of sampled values (i.e. the program execution
trace) {xj}Mj=1

. The probability of this program execution trace can be defined, up to an
unknown normalizing constant, as a product of all random choices x and all observed values
y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)
MY

j=1

fj(xj |✓j). (72)

Note that this ordering, as well as the cardinalities M and N , are not necessarily identical
across di↵erent runs of the program.

Obscured by the notation above is the dependency structure induced by the probabilistic
program P. Each parameter vector �i and ✓j are themselves deterministic functions of
(potentially) every previous random choice in the program. So too are gi and fj . Let ni

denote the total number of random values sampled prior to the ith observe statement and
the bold, subscripted value xj = x

1

⇥ · · · ⇥ xj denote a partial program execution trace
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In this Q(z) is the question, �(x) = p(x,y) is the model and computationally charac-
terizing p⌧ (x|y) = �(x)

Z
�

is “inference.”
To unify our vocabularly and align it with the probabilistic programming discussion

forthcoming let’s review: model based reasoning involves formulating questions whose
answers can be computed by averaging a function over the posterior distribution of
the latent variables in a generative model. Traditionally models are denoted mathe-
matically, usually as parameterized probability models. Probabilistic programming is
firstly about denoting models in a more principled way, using computer language syn-
tax. Inference (characterizing posteriors) is traditionally performed by first picking an
inference technique and then applying it to the model in hand, manually deriving the re-
quired updates and then coding an inference algorithm composed of all algorithms that
compute all of the individually derived updates according to a schedule often specified
by the inference algorithm too. Probabilistic programming is secondly about automat-
ing inference, namely, given a model specification, figuring out a way to compute and
represent p(x|y) with no required intervention from the user.

The structure of probabilistic programming languages bear some resemblance to
each other but vary syntactically and in terms of what kinds of models can be rep-
resented. To give you one example of how one language maps onto this formalism
consider Alg. 1 which gives, in Anglican (Wood et al., 2014) (specifically with the up-
dated syntax (Wood et al., 2015)), a concise mapping between the notation introduced
and how it might be expressed programmatically.

Anglican is language with sampling semantics which means that �(x) is repre-
sented by an infinite sequence of samples with the property that Eqn. 5 can be com-
puted as a converging Monte Carlo approximation

E[Q(z)] ⇡ 1

K

KX

k=1

Q(z

k
) (6)

E[Q(x)] ⇡ 1

K

KX

k=1

Q(x

k
) (7)

where z

k
= {xk [ y} and x

k ⇠ �(x). Note that this means that the Anglican program
(or any language with sampling semantics) can either return a sequence of z

k’s or a
sequence of Q(z

k
)’s, it matters not.

p(x|y) = p(x,y)

p(y)
(8)

=

g(y|x)f(x)
p(y)

(9)

=

g(y|x)f(x)R
g(y|x)f(x)dx (10)

/ g(y|x)f(x) (11)

8
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according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

by considering the probabilistic program to be executed in the context of some backend B,
and introduce the concept of a program execution trace which enumerates all random choices
made during the course of executing the program. Crucially, the probabilistic program ex-
ecution is completely deterministic given the value of the trace — that is, given a sequence
of sampled values x

1

, x
2

, . . . then the output of the probabilistic program is deterministic.
The backend B interacts with the program P as follows.

• We initialize by beginning execution of the program P.

• When execution of P encounters a sample statement, observe statement, or the end
of the program, it yields control to the backend.

– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a parameter
vector ✓. The backend samples a value x ⇠ f(·|✓); it then returns control to P
which continues execution, providing this value as the output of sample.

– observe: P passes to B a tuple (g, �, y) consisting of a distribution g, a parameter
vector �, and a observed value y. Control is then returned to P, which continues
execution.

– If P has terminated, it returns a value z, which can be any arbitrary (determin-
istic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we encounter N
observe statements and M sample statements. This yields sequences of tuples {(gi, �i, yi)}Ni=1

corresponding to the observe statements, and {(fj , ✓j)}Mj=1

corresponding to the sample

statements, with the associated sequence of sampled values (i.e. the program execution
trace) {xj}Mj=1

. The probability of this program execution trace can be defined, up to an
unknown normalizing constant, as a product of all random choices x and all observed values
y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)
MY

j=1

fj(xj |✓j). (72)

Note that this ordering, as well as the cardinalities M and N , are not necessarily identical
across di↵erent runs of the program.

Obscured by the notation above is the dependency structure induced by the probabilistic
program P. Each parameter vector �i and ✓j are themselves deterministic functions of
(potentially) every previous random choice in the program. So too are gi and fj . Let ni

denote the total number of random values sampled prior to the ith observe statement and
the bold, subscripted value xj = x

1

⇥ · · · ⇥ xj denote a partial program execution trace
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consisting of the first j sampled values (with x
0

⌘ ;). We can then rewrite Equation 72 in
a form which explicitly represents the dependency structure, as

�(x) = p(x,y) =
NY

i=1

g̃i(xni)

✓
yi

�����̃i(xni)

◆ MY

j=1

f̃j(xj�1

)

✓
xj

����✓̃j(xj�1

)

◆
. (73)

Here, each �̃i and ✓̃j are deterministic procedures which take partial program traces xni ,xj

and return parameter vectors �i and ✓j ; similarly g̃i and f̃j are deterministic functions which
return density functions gi and fj . These procedures correspond exactly to the incremental
executions of P above. Note that the functional forms of the distributions gi and fj are all
those of random primitives, and so by construction we can sample from any fj(·|✓j) and
evaluate any gi(yi|�i) — once the parameters are known.

The normalized posterior probability distribution over program traces can be defined as

⇡(x) , p(x|y) =
�(x)

Z
, Z = p(y) =

Z
�(x)dx (74)

The normalizing constant Z is found by integrating over all possible program execution
traces.

The program output z is defined as a deterministic function of the trace; that is, given
a program execution trace x, we define z = Q(x). This allows us, in theory, to use the
posterior distribution over traces ⇡(x) to characterize the distribution over z given the
observations y; for example, the posterior mean can be found by

E[z] = E[Q(x)] =

Z
Q(x)p(x|y)dx =

Z
Q(x)⇡(x)dx. (75)

It should be clear that this characterization of a probabilistic program allows us to define
models literally as simulations, with the random elements controlled by sample and observe

statements. The generative procedure uses sample to create random variables; synthetic
data sets could be created simply by replacing any observe statement with sample, without
changing the unnormalized distribution p(x,y).

10.1 A first simulation-based inference engine

We will look at a a first, simple simulation-based inference engine based on likelihood
weighting. This will not be an acceptable approach to performing inference, but is easily
understood and provides intuition for more complex approaches. We approximate expecta-
tions of the output values z as weighted sum over sampled values, with

Ê[Q(x)] =
KX

k=1

WkQ(xk). (76)

A very simple way of generating trace samples xk is to run K independent copies of the
program P, yielding K traces, each sampled according to some sequence of Mk di↵erent
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Obscured by the notation above is the dependency structure induced by the prob-
abilistic program P . Each parameter vector �i and ✓j are themselves deterministic
functions of (potentially) every previous random choice in the program. So too are
gi and fj . Let ni denote the total number of random values sampled prior to the ith

observe statement and the bold, subscripted value xj = x1 ⇥ · · · ⇥ xj denote a partial
program execution trace consisting of the first j sampled values (with x0 ⌘ ;). We
can then rewrite Equation 105 in a form which explicitly represents the dependency
structure, as

�(x) = p(x,y) =

NY

i=1

g̃i(xni)

✓
yi

����˜�i(xni)

◆ MY

j=1

˜fj(xj�1)

✓
xj

����˜✓j(xj�1)

◆
. (106)

Here, each ˜�i and ˜✓j are deterministic procedures which take partial program traces
xni ,xj and return parameter vectors �i and ✓j ; similarly g̃i and ˜fj are deterministic
functions which return density functions gi and fj . These procedures correspond ex-
actly to the incremental executions of P above. Note that the functional forms of the
distributions gi and fj are all those of random primitives, and so by construction we can
sample from any fj(·|✓j) and evaluate any gi(yi|�i) — once the parameters are known.

The normalized posterior probability distribution over program traces can be defined
as

⇡(x) , p(x|y) = �(x)

Z
, Z = p(y) =

Z
�(x)dx (107)

The normalizing constant Z is found by integrating over all possible program execution
traces.

The program output z is defined as a deterministic function of the trace; that is,
given a program execution trace x, we define z = Q(x). This allows us, in theory, to
use the posterior distribution over traces ⇡(x) to characterize the distribution over z
given the observations y; for example, the posterior mean can be found by

E[z] = E[Q(x)] =

Z
Q(x)p(x|y)dx =

Z
Q(x)⇡(x)dx. (108)

It should be clear that this characterization of a probabilistic program allows us to
define models literally as simulations, with the random elements controlled by sample

and observe statements. The generative procedure uses sample to create random
variables; synthetic data sets could be created simply by replacing any observe state-
ment with sample, without changing the unnormalized distribution p(x,y).

10.1 A first simulation-based inference engine

We will look at a a first, simple simulation-based inference engine based on likelihood
weighting. This will not be an acceptable approach to performing inference, but is eas-
ily understood and provides intuition for more complex approaches. We approximate
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• Sequence of N observe’s 

• Sequence of M sample’s 

• Sequence of M sampled values  

• Conditioned on these sampled values the entire trace is 
deterministic
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according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

by considering the probabilistic program to be executed in the context of some backend B,
and introduce the concept of a program execution trace which enumerates all random choices
made during the course of executing the program. Crucially, the probabilistic program ex-
ecution is completely deterministic given the value of the trace — that is, given a sequence
of sampled values x

1

, x
2

, . . . then the output of the probabilistic program is deterministic.
The backend B interacts with the program P as follows.

• We initialize by beginning execution of the program P.

• When execution of P encounters a sample statement, observe statement, or the end
of the program, it yields control to the backend.

– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a parameter
vector ✓. The backend samples a value x ⇠ f(·|✓); it then returns control to P
which continues execution, providing this value as the output of sample.

– observe: P passes to B a tuple (g, �, y) consisting of a distribution g, a parameter
vector �, and a observed value y. Control is then returned to P, which continues
execution.

– If P has terminated, it returns a value z, which can be any arbitrary (determin-
istic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we encounter N
observe statements and M sample statements. This yields sequences of tuples {(gi, �i, yi)}Ni=1

corresponding to the observe statements, and {(fj , ✓j)}Mj=1

corresponding to the sample

statements, with the associated sequence of sampled values (i.e. the program execution
trace) {xj}Mj=1

. The probability of this program execution trace can be defined, up to an
unknown normalizing constant, as a product of all random choices x and all observed values
y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)
MY

j=1

fj(xj |✓j). (72)

Note that this ordering, as well as the cardinalities M and N , are not necessarily identical
across di↵erent runs of the program.

Obscured by the notation above is the dependency structure induced by the probabilistic
program P. Each parameter vector �i and ✓j are themselves deterministic functions of
(potentially) every previous random choice in the program. So too are gi and fj . Let ni

denote the total number of random values sampled prior to the ith observe statement and
the bold, subscripted value xj = x

1

⇥ · · · ⇥ xj denote a partial program execution trace
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according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

by considering the probabilistic program to be executed in the context of some backend B,
and introduce the concept of a program execution trace which enumerates all random choices
made during the course of executing the program. Crucially, the probabilistic program ex-
ecution is completely deterministic given the value of the trace — that is, given a sequence
of sampled values x

1

, x
2

, . . . then the output of the probabilistic program is deterministic.
The backend B interacts with the program P as follows.

• We initialize by beginning execution of the program P.

• When execution of P encounters a sample statement, observe statement, or the end
of the program, it yields control to the backend.

– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a parameter
vector ✓. The backend samples a value x ⇠ f(·|✓); it then returns control to P
which continues execution, providing this value as the output of sample.

– observe: P passes to B a tuple (g, �, y) consisting of a distribution g, a parameter
vector �, and a observed value y. Control is then returned to P, which continues
execution.

– If P has terminated, it returns a value z, which can be any arbitrary (determin-
istic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we encounter N
observe statements and M sample statements. This yields sequences of tuples {(gi, �i, yi)}Ni=1

corresponding to the observe statements, and {(fj , ✓j)}Mj=1

corresponding to the sample

statements, with the associated sequence of sampled values (i.e. the program execution
trace) {xj}Mj=1

. The probability of this program execution trace can be defined, up to an
unknown normalizing constant, as a product of all random choices x and all observed values
y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)
MY

j=1

fj(xj |✓j). (72)

Note that this ordering, as well as the cardinalities M and N , are not necessarily identical
across di↵erent runs of the program.

Obscured by the notation above is the dependency structure induced by the probabilistic
program P. Each parameter vector �i and ✓j are themselves deterministic functions of
(potentially) every previous random choice in the program. So too are gi and fj . Let ni

denote the total number of random values sampled prior to the ith observe statement and
the bold, subscripted value xj = x

1

⇥ · · · ⇥ xj denote a partial program execution trace

53

A Tutorial on Probabilistic Programming

according to a standard normal distribution by calling (sample (normal 0 1)) and we
could condition on it taking the value 1.1 with (observe (normal 0 1) 1.1). In a single
execution of a probabilistic program, if we encounter a sample statement, we draw a new
random variable; if we encounter an observe statement, we can record the probability of
the value under the supplied distribution.

We can describe this process somewhat more precisely as follows. We suggest a separa-
tion between the deterministic program code P and the randomness introduced by sample

by considering the probabilistic program to be executed in the context of some backend B,
and introduce the concept of a program execution trace which enumerates all random choices
made during the course of executing the program. Crucially, the probabilistic program ex-
ecution is completely deterministic given the value of the trace — that is, given a sequence
of sampled values x

1

, x
2

, . . . then the output of the probabilistic program is deterministic.
The backend B interacts with the program P as follows.

• We initialize by beginning execution of the program P.

• When execution of P encounters a sample statement, observe statement, or the end
of the program, it yields control to the backend.

– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a parameter
vector ✓. The backend samples a value x ⇠ f(·|✓); it then returns control to P
which continues execution, providing this value as the output of sample.

– observe: P passes to B a tuple (g, �, y) consisting of a distribution g, a parameter
vector �, and a observed value y. Control is then returned to P, which continues
execution.

– If P has terminated, it returns a value z, which can be any arbitrary (determin-
istic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we encounter N
observe statements and M sample statements. This yields sequences of tuples {(gi, �i, yi)}Ni=1

corresponding to the observe statements, and {(fj , ✓j)}Mj=1

corresponding to the sample

statements, with the associated sequence of sampled values (i.e. the program execution
trace) {xj}Mj=1

. The probability of this program execution trace can be defined, up to an
unknown normalizing constant, as a product of all random choices x and all observed values
y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)
MY

j=1

fj(xj |✓j). (72)

Note that this ordering, as well as the cardinalities M and N , are not necessarily identical
across di↵erent runs of the program.

Obscured by the notation above is the dependency structure induced by the probabilistic
program P. Each parameter vector �i and ✓j are themselves deterministic functions of
(potentially) every previous random choice in the program. So too are gi and fj . Let ni

denote the total number of random values sampled prior to the ith observe statement and
the bold, subscripted value xj = x

1

⇥ · · · ⇥ xj denote a partial program execution trace
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Implementation
• Interpreted 

• Track side effects and direct control flow for inference 

• Compiled  

• Can only exert control over flow from within function calls  

• e.g. sample, observe, predict 

• Leverages existing infrastructure 

• Continuations and immutable data structures 

• Required for SMC 

• Required for efficient MCMC



Anglican Is Compiled to CPS-style Clojure
WOOD GROUP

(defn flip-query& [outcome k1]

(uniform-continuous& 0 1

(fn [dist1]

(sample& dist1

(fn [p] ((fn [p k2]

(flip& p

(fn [dist2]

(observe& dist2 outcome

(fn []

(predict& :p p k2))))))

p k1))))))

(flip-query& true terminate)

(defn weighted-sample [query&]

(init-backend!)

(query& terminate)

[(:predicts @backend) (:log-weight @backend)])

(weighted-sample flip-query-true&)

10.6

And then talk about implementation, from transformation compilation to prob.-c to An-
glican style with brooks’ prob.-c and how to get "the same" via CPS transformation
and compilation to a pure functional language – this works because of datastructures.
mention massive parallelism automatically.

We can show Stanford’s stuff on C3 as a family that decends from trans. comp. to
our family of inference methods that decend, roughly, from SMC.

We should talk about why functional datastructures are required for valid statistical
reasoning. And why various languages have continuations natively and why some don’t
and what that means.

Pure functional data structures.
composibility (tuan anh’s request hmm, Noah style models),
why semantics matters and point out that higher order probabilsitic langauges dont’

have defined semantics
program transformations (by example) and hakuru as something that could arise

(advanced)

11. Advanced Applications
FW

Hit on Picture and perception.
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"compute sqrt(x^2 + y^2)"

[x y k]

(square& x

(fn [xx]

(square& y

(fn [yy]

(+& xx yy

(fn [xxyy]

(sqrt& xxyy k))))))))

;; Test it:
(pythag& 3 4 println) ; 5
(pythag& 5 12 println) ; 13

Note that the continuations we define within the pythag& function have state, in their
closure! We cannot write, for example, the function (fn [yy k] (+& xx yy k)) since
it requires a value xx, a variable which is available due to being in scope at the time the
function is called, rather than passed in as an argument. Immutability in Clojure/Angli-
can allows us to “get away with" calling these continuation functions repeatedly, anyway,
since no subsequent executions of the program will modify these variables.

10.5.2 AN EXAMPLE OF A PROBABILISTIC MODEL

(defquery flip-example [outcome]

(let [p (sample (uniform-continuous 0 1))]

(observe (flip p) outcome)

(predict :p p))

(flip-example true)

(let [u (uniform-continuous 0 1)

p (sample u)

dist (flip p)]

(observe dist outcome)

(predict :p p))

Consider a very simple program which samples a probability p uniformly on (0, 1)
and then observe true from a single Bernoulli trial. This model, in traditional Clo-
jure/Anglican syntax, would look like
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(defn flip-example [outcome]

(let [p (sample (uniform-continuous 0 1))]

(observe (flip p) outcome)

(predict :p p))

(flip-example true)

To give an idea of how this program might look once CPS-transformed, we implement
a very simple likelihood weighting inference backend.

;; CPS-ed distribution constructors
(defn uniform-continuous& [a b k]

(k (uniform-continuous a b)))

(defn flip& [p k]

(k (flip p)))

;; Implement a "backend"
(defn sample& [dist k]

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
;; Pass the sampled value to the continuation
(k (sample dist)))

(defn observe& [dist value k]

(println "log-weight =" (observe dist value))

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
;; Call continuation with no arguments
(k))

(defn predict& [label value k]

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
(k label value))

To CPS transform the program itself, we first perform a “desugaring” step, replacing the
let block with a function call.

;; Before CPS transformation, desugar by removing ‘let‘ block
(defn flip-example-desugared [outcome]

((fn [p]

(observe (flip p) outcome)

(predict :p p))

(sample (uniform-continuous 0 1))))

;; This is exactly the same as ‘flip-example‘ above
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Continuations : Explicit “Rest of Computation”
WOOD GROUP

(defn flip-query& [outcome k1]

(uniform-continuous& 0 1

(fn [dist1]

(sample& dist1

(fn [p] ((fn [p k2]

(flip& p

(fn [dist2]

(observe& dist2 outcome

(fn []

(predict& :p p k2))))))

p k1))))))

(flip-query& true terminate)
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Inference “Backend”

WOOD GROUP

(defn flip-example [outcome]

(let [p (sample (uniform-continuous 0 1))]

(observe (flip p) outcome)

(predict :p p))

(flip-example true)

To give an idea of how this program might look once CPS-transformed, we implement
a very simple likelihood weighting inference backend.

;; CPS-ed distribution constructors
(defn uniform-continuous& [a b k]

(k (uniform-continuous a b)))

(defn flip& [p k]

(k (flip p)))

;; Implement a "backend"
(defn sample& [dist k]

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
;; Pass the sampled value to the continuation
(k (sample dist)))

(defn observe& [dist value k]

(println "log-weight =" (observe dist value))

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
;; Call continuation with no arguments
(k))

(defn predict& [label value k]

;; [ ALGORITHM-SPECIFIC IMPLEMENTATION HERE ]
(k label value))

To CPS transform the program itself, we first perform a “desugaring” step, replacing the
let block with a function call.

;; Before CPS transformation, desugar by removing ‘let‘ block
(defn flip-example-desugared [outcome]

((fn [p]

(observe (flip p) outcome)

(predict :p p))

(sample (uniform-continuous 0 1))))

;; This is exactly the same as ‘flip-example‘ above
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Three Base Algorithms
• Likelihood Weighting 

• Metropolis Hastings  

• Sequential Monte Carlo



Likelihood Weighting
• Run K independent copies of program simulating from 

the prior 

• Accumulate unnormalized weights (likelihoods) 

• Use in approximate (Monte Carlo) integration

WOOD GROUP

expectations of the output values z as weighted sum over sampled values, with
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A very simple way of generating trace samples x

k is to run K independent copies of
the program P , yielding K traces, each sampled according to some sequence of Mk

different densities {fk
j , ✓

k
j }Mk

j=1. To be clear what this means is running each copy of
the program entirely independently with the backend sampling proposing values of xk
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directly via the prior.
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This estimator can be compactly represented using normalized weights,

W k
=

w(xk
)

PK
`=1 w(x

`
)

(120)

bQK =

KX

k=1

W kQ(x

k
) (121)

bE⇡[Q(x)] =

KX

k=1

W kQ(x

k
)

Note that this estimator is biased for any finite K, but the bias drops of as order O(1/k)
?. Also, since each x

k is simulated independently, we have from the strong law of large
numbers that ?
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While this will not be an appropriate method for high-dimensional program traces,
it illustrates a baseline “guess-and-check” method that can be used on effectively any
program; “guess” by running the program forward, drawing a random value at each
sample statement, and “check”, probabilistically, by accumulating the probabilities at
each observe.

10.2 A Metropolis-Hastings algorithm

If we are given a probabilistic model specified only in terms of this simulation model, can
we define a Metropolis-Hastings algorithm to sample from its posterior? The answer is
yes. Recall that a MH algorithm draws a sequence of dependent samples according
to a target distribution ⇡(x) by using a proposal kernel q(x0|x); given a current sam-
ple x, we propose a new candidate sample x

0 ⇠ q(·|x) and compute an acceptance
probability

↵ = min
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⇡(x0
)q(x|x0
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. (123)

With probability ↵ we accept this proposal, and select x0 as the next sample; otherwise,
we select x, repeating it as the next sample. Note that as the normalization constant
Z for the density ⇡ is the same for both x and x

0, we can replace ⇡ with � in this ac-
ceptance ratio. We can construct a sampler along these lines for sampling probabilistic
program traces.

The style of sampling algorithm we consider here is related to “single-site” MH al-
gorithms. We initialize the algorithm by running a single execution of the probabilistic
program, generating an initial trace x

0, of length M0. Now, given a trace x

s, we define a
proposal function q(x0|x) for sampling new candidate traces as follows. First: the trace

70

WOOD GROUP

This estimator can be compactly represented using normalized weights,

W k
=

w(xk
)

PK
`=1 w(x

`
)

(120)

bQK =

KX

k=1

W kQ(x

k
) (121)

bE⇡[Q(x)] =

KX

k=1

W kQ(x

k
)

Note that this estimator is biased for any finite K, but the bias drops of as order O(1/k)
?. Also, since each x

k is simulated independently, we have from the strong law of large
numbers that ?

Pr

✓
lim

K!1
bQK =

Z
Q(x)⇡(x)dx

◆
= 1. (122)

While this will not be an appropriate method for high-dimensional program traces,
it illustrates a baseline “guess-and-check” method that can be used on effectively any
program; “guess” by running the program forward, drawing a random value at each
sample statement, and “check”, probabilistically, by accumulating the probabilities at
each observe.

10.2 A Metropolis-Hastings algorithm

If we are given a probabilistic model specified only in terms of this simulation model, can
we define a Metropolis-Hastings algorithm to sample from its posterior? The answer is
yes. Recall that a MH algorithm draws a sequence of dependent samples according
to a target distribution ⇡(x) by using a proposal kernel q(x0|x); given a current sam-
ple x, we propose a new candidate sample x

0 ⇠ q(·|x) and compute an acceptance
probability

↵ = min

✓
1,

⇡(x0
)q(x|x0

)

⇡(x)q(x0|x)

◆
. (123)

With probability ↵ we accept this proposal, and select x0 as the next sample; otherwise,
we select x, repeating it as the next sample. Note that as the normalization constant
Z for the density ⇡ is the same for both x and x

0, we can replace ⇡ with � in this ac-
ceptance ratio. We can construct a sampler along these lines for sampling probabilistic
program traces.

The style of sampling algorithm we consider here is related to “single-site” MH al-
gorithms. We initialize the algorithm by running a single execution of the probabilistic
program, generating an initial trace x

0, of length M0. Now, given a trace x

s, we define a
proposal function q(x0|x) for sampling new candidate traces as follows. First: the trace

70

https://www.java.com/

http://bayesianlogic.github.io/pages/users-manual.html


Likelihood Weighting
• Run K independent copies of program simulating from 

the prior 

• Accumulate unnormalized weights (likelihoods) 

• Use in approximate (Monte Carlo) integration

WOOD GROUP

expectations of the output values z as weighted sum over sampled values, with

E[Q(x)] ⇡
KX

k=1

WkQ(x

k
). (109)

A very simple way of generating trace samples x

k is to run K independent copies of
the program P , yielding K traces, each sampled according to some sequence of Mk

different densities {fk
j , ✓

k
j }Mk

j=1. To be clear what this means is running each copy of
the program entirely independently with the backend sampling proposing values of xk

j

directly via the prior.

q(xk
) =

MkY

j=1

fj(x
k
j |✓kj )

. For each of these K traces x

k, we can compute an associated unnormalized weight
w(xk

) as

w(xk
) =

�(xk
)

q(xk
)

=

NkY

i=1

gki (y
k
i |�k

i ) (110)

where Nk denotes the number of observe statements yielding tuples {(gki ,�k
i , y

k
i )}Nk

i=1

for each of the K traces. It follows that

E
"
1

K

KX

k=1

w(xk
)Q(x

k
)

#
=

1

K

KX

k=1

Z
Q(x

k
)

2

4
NkY

i=1

gki (y
k
i |�k

i )

MkY

j=1

fk
j (x

k
j |✓kj )

3

5 dx1 . . . xMk

(111)

=

1

K

KX

k=1

Z
Q(x

k
)�(xk

)dxk (112)

=

Z
Q(x)�(x)dx (113)

and thus also E
h

1
K

PK
k=1 w(x

k
)

i
=

R
�(x)dx = Z.

This allows us to compute unbiased estimates of integrals with respect to the unnor-
malized measure �(x). To estimate integrals with respect to the normalized measure
⇡(x), note that

E[Q(x)] =

Z
Q(x)⇡(x)dx =

1

Z

Z
Q(x)�(x)dx =

R
Q(x)�(x)dxR

�(x)dx
. (114)

66

WOOD GROUP

expectations of the output values z as weighted sum over sampled values, with

E[Q(x)] ⇡
KX

k=1

WkQ(x

k
). (109)

A very simple way of generating trace samples x

k is to run K independent copies of
the program P , yielding K traces, each sampled according to some sequence of Mk

different densities {fk
j , ✓

k
j }Mk

j=1. To be clear what this means is running each copy of
the program entirely independently with the backend sampling proposing values of xk

j

directly via the prior.

q(xk
) =

MkY

j=1

fj(x
k
j |✓kj )

. For each of these K traces x

k, we can compute an associated unnormalized weight
w(xk

) as

w(xk
) =

�(xk
)

q(xk
)

=

NkY

i=1

gki (y
k
i |�k

i ) (110)

where Nk denotes the number of observe statements yielding tuples {(gki ,�k
i , y

k
i )}Nk

i=1

for each of the K traces. It follows that

E
"
1

K

KX

k=1

w(xk
)Q(x

k
)

#
=

1

K

KX

k=1

Z
Q(x

k
)

2

4
NkY

i=1

gki (y
k
i |�k

i )

MkY

j=1

fk
j (x

k
j |✓kj )

3

5 dx1 . . . xMk

(111)

=

1

K

KX

k=1

Z
Q(x

k
)�(xk

)dxk (112)

=

Z
Q(x)�(x)dx (113)

and thus also E
h

1
K

PK
k=1 w(x

k
)

i
=

R
�(x)dx = Z.

This allows us to compute unbiased estimates of integrals with respect to the unnor-
malized measure �(x). To estimate integrals with respect to the normalized measure
⇡(x), note that

E[Q(x)] =

Z
Q(x)⇡(x)dx =

1

Z

Z
Q(x)�(x)dx =

R
Q(x)�(x)dxR

�(x)dx
. (114)

66

BLOG default inference engine: 
http://bayesianlogic.github.io/pages/users-manual.html

WOOD GROUP

This estimator can be compactly represented using normalized weights,

W k
=

w(xk
)

PK
`=1 w(x

`
)

(120)

bQK =

KX

k=1

W kQ(x

k
) (121)

bE⇡[Q(x)] =

KX

k=1

W kQ(x

k
)

Note that this estimator is biased for any finite K, but the bias drops of as order O(1/k)
?. Also, since each x

k is simulated independently, we have from the strong law of large
numbers that ?

Pr

✓
lim

K!1
bQK =

Z
Q(x)⇡(x)dx

◆
= 1. (122)

While this will not be an appropriate method for high-dimensional program traces,
it illustrates a baseline “guess-and-check” method that can be used on effectively any
program; “guess” by running the program forward, drawing a random value at each
sample statement, and “check”, probabilistically, by accumulating the probabilities at
each observe.

10.2 A Metropolis-Hastings algorithm

If we are given a probabilistic model specified only in terms of this simulation model, can
we define a Metropolis-Hastings algorithm to sample from its posterior? The answer is
yes. Recall that a MH algorithm draws a sequence of dependent samples according
to a target distribution ⇡(x) by using a proposal kernel q(x0|x); given a current sam-
ple x, we propose a new candidate sample x
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With probability ↵ we accept this proposal, and select x0 as the next sample; otherwise,
we select x, repeating it as the next sample. Note that as the normalization constant
Z for the density ⇡ is the same for both x and x

0, we can replace ⇡ with � in this ac-
ceptance ratio. We can construct a sampler along these lines for sampling probabilistic
program traces.

The style of sampling algorithm we consider here is related to “single-site” MH al-
gorithms. We initialize the algorithm by running a single execution of the probabilistic
program, generating an initial trace x

0, of length M0. Now, given a trace x

s, we define a
proposal function q(x0|x) for sampling new candidate traces as follows. First: the trace
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With probability ↵ we accept this proposal, and select x0 as the next sample; otherwise,
we select x, repeating it as the next sample. Note that as the normalization constant
Z for the density ⇡ is the same for both x and x
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program traces.
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j=1. To be clear what this means is running each copy of
the program entirely independently with the backend sampling proposing values of xk
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directly via the prior.
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where Nk denotes the number of observe statements yielding tuples {(gki ,�k
i , y
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This estimator can be compactly represented using normalized weights,
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Note that this estimator is biased for any finite K, but the bias drops of as order O(1/k)
?. Also, since each x

k is simulated independently, we have from the strong law of large
numbers that ?
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While this will not be an appropriate method for high-dimensional program traces,
it illustrates a baseline “guess-and-check” method that can be used on effectively any
program; “guess” by running the program forward, drawing a random value at each
sample statement, and “check”, probabilistically, by accumulating the probabilities at
each observe.

10.2 A Metropolis-Hastings algorithm

If we are given a probabilistic model specified only in terms of this simulation model, can
we define a Metropolis-Hastings algorithm to sample from its posterior? The answer is
yes. Recall that a MH algorithm draws a sequence of dependent samples according
to a target distribution ⇡(x) by using a proposal kernel q(x0|x); given a current sam-
ple x, we propose a new candidate sample x

0 ⇠ q(·|x) and compute an acceptance
probability

↵ = min

✓
1,

⇡(x0
)q(x|x0

)

⇡(x)q(x0|x)

◆
. (123)

With probability ↵ we accept this proposal, and select x0 as the next sample; otherwise,
we select x, repeating it as the next sample. Note that as the normalization constant
Z for the density ⇡ is the same for both x and x

0, we can replace ⇡ with � in this ac-
ceptance ratio. We can construct a sampler along these lines for sampling probabilistic
program traces.

The style of sampling algorithm we consider here is related to “single-site” MH al-
gorithms. We initialize the algorithm by running a single execution of the probabilistic
program, generating an initial trace x

0, of length M0. Now, given a trace x

s, we define a
proposal function q(x0|x) for sampling new candidate traces as follows. First: the trace
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– sample: P passes to B a tuple (f, ✓) consisting of a distribution f and a
parameter vector ✓. The backend samples a value x ⇠ f(·|✓) then returns
control to P which continues provided the value.

– observe: P passes to B a tuple (g,�, y) consisting of a distribution g, a
parameter vector �, and a observed value y. Control is then returned to P
which continues.

– If P has terminated, it returns a value z, which can be any arbitrary (deter-
ministic) function of the program trace.

Suppose after a single execution of a probabilistic program in this manner, we en-
counter N observe statements and M sample statements. This yields sequences of
tuples {(gi,�i, yi)}N

i=1 corresponding to the observe statements, and {(fj, ✓j)}M
j=1 cor-

responding to the sample statements, with the associated sequence of sampled values
(i.e. the program execution trace) {xj}M

j=1. The probability of this program execution
trace can be defined, up to an unknown normalizing constant, as a product of all ran-
dom choices x and all observed values y, with

�(x) , p(x,y) =
NY

i=1

gi(yi|�i)

MY

j=1

fj(xj|✓j). (105)

Note that this ordering, as well as the cardinalities M and N , are not necessarily iden-
tical across different runs of the program.

Obscured by the notation above is the dependency structure induced by the prob-
abilistic program P . Each parameter vector �i and ✓j are themselves deterministic
functions of (potentially) every previous random choice in the program. So too are
gi and fj . Let ni denote the total number of random values sampled prior to the ith

observe statement and the bold, subscripted value xj = x1 ⇥ · · · ⇥ xj denote a partial
program execution trace consisting of the first j sampled values (with x0 ⌘ ;). We
can then rewrite Equation 105 in a form which explicitly represents the dependency
structure, as

�(x) = p(x,y) =
NY

i=1

g̃i(xni)

✓
yi

����˜�i(xni)

◆ MY

j=1

˜fj(xj�1)

✓
xj

����˜✓j(xj�1)

◆
. (106)

Here, each ˜�i and ˜✓j are deterministic procedures which take partial program traces
xni ,xj and return parameter vectors �i and ✓j ; similarly g̃i and ˜fj are deterministic
functions which return density functions gi and fj . These procedures correspond ex-
actly to the incremental executions of P above. Note that the functional forms of the
distributions gi and fj are all those of random primitives, and so by construction we can
sample from any fj(·|✓j) and evaluate any gi(yi|�i) — once the parameters are known.
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Z for the density ⇡ is the same for both x and x

0, we can replace ⇡ with � in this ac-
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The style of sampling algorithm we consider here is related to “single-site” MH al-
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0, of length M0. Now, given a trace x

s, we define a
proposal function q(x0|x) for sampling new candidate traces as follows. First: the trace
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The normalized posterior probability distribution over program traces can be defined
as

⇡(x) , p(x|y) = �(x)

Z
, Z = p(y) =

Z
�(x)dx (107)

The normalizing constant Z is found by integrating over all possible program execution
traces.

The program output z is defined as a deterministic function of the trace; that is,
given a program execution trace x, we define z = Q(x). This allows us, in theory, to
use the posterior distribution over traces ⇡(x) to characterize the distribution over z
given the observations y; for example, the posterior mean can be found by

E[z] = E[Q(x)] =

Z
Q(x)p(x|y)dx =

Z
Q(x)⇡(x)dx. (108)

E[z] = E[Q(x)] =

Z
Q(x)⇡(x)dx =
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k
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) (110)

It should be clear that this characterization of a probabilistic program allows us to
define models literally as simulations, with the random elements controlled by sample

and observe statements. The generative procedure uses sample to create random
variables; synthetic data sets could be created simply by replacing any observe state-
ment with sample, without changing the unnormalized distribution p(x,y).

10.1 A first simulation-based inference engine

We will look at a a first, simple simulation-based inference engine based on likelihood
weighting. This will not be an acceptable approach to performing inference, but is eas-
ily understood and provides intuition for more complex approaches. We approximate
expectations of the output values z as weighted sum over sampled values, with

E[Q(x)] ⇡
KX

k=1

WkQ(x

k
). (111)

A very simple way of generating trace samples x

k is to run K independent copies of
the program P , yielding K traces, each sampled according to some sequence of Mk

different densities {fk
j , ✓

k
j }Mk

j=1. To be clear what this means is running each copy of
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x

s has length M s, and we pick a single random choice xs
` by drawing ` uniformly from

the set of integers 1, . . . ,M s. Then, we apply a reversible transition kernel (x0
`|xs

`) to
propose a new value at that specific random choice. We now re-run the remainder of
the program P , starting with the partial program execution trace x

0
` = x

s
`�1 ⇥ x0

`, sim-
ulating the rest of the program to generate a new proposal trace x

0 of length M 0. This
leads to an overall proposal density

q(x0|xs
) =

1

M s
(x0

`|xs
`)

M 0Y

j=`+1

f 0
j(x

0
j|✓0j) (124)

which in turn leads to an acceptance probability

↵ = min

 
1,

�(x0
)M 0(xs

`|x0
`)
QMs

j=`+1 f
s
j (x

s
j |✓sj)

�(x)M s(x0
`|xs

`)
QM 0

j=`+1 f
0
j(x

0
j|✓0j)

!
(125)

which defines a basic MCMC sampler targeting the space of program execution traces.

10.2.1 A DATABASE OF RANDOM CHOICES

For high-dimensional problems, the basic Metropolis-Hasting algorithm that arises by
proposing according to Equation 124 will still perform poorly, as after changing propos-
ing a single value x0

` we re-run the rest of the program. This can be made more efficient
by re-using some of the sampled values in the remainder of the original trace x

s.
Te be able to meaningfully re-use previously sampled values, we need to introduce

a concept of an address space A, which we use to uniquely label every random choice
we sample during program execution (?). On the initial execution, for each random
choice x0

j 2 Xj , we record a tuple (↵, x0
j) 2 A ⇥ Xj . Then, when re-simulating the

remainder of the program in the proposal in Equation 124, if we encounter a sample

statement which has the same address ↵ as a sampled value in the previous trace,
and distribution (or “type”) of f is the same, then instead of re-simulating a new value
x0 we re-use the previous value associated with that ↵ in the database. If the proposal
is accepted, we update the random database, associating new values of x with each
↵, and removing from the database any tuples which do not exist in the updated trace.
Note that just because the value is re-used does not mean that we can drop that term
from the acceptance ratio in Equation 125 — in particular, even if some x0

= xs at some
address, the associated parameter vector ✓0 6= ✓s in general.

There is possibly a subtle point here regarding the reversibility of the proposal qRDB.

10.3 A sequential Monte Carlo algorithm

A sequential Monte Carlo algorithm for probabilistic program inference is in some sense
a refinement of the basic likelihood weighting or importance sampling method, which
can take advantage of incremental evidence when available to provide more efficient in-
ference in higher-dimensional models. For this discussion we assume that the number
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Metropolis Hastings

• Execute program P .

• While executing P if a sample, observe, or predict is reached do:

– sample: P passes us a continuation k and an object (f, ✓) consisting of a
distribution f with parameter ✓. We sample a value x ⇠ f(·|✓), store sample
tuple (x,k,f ,✓), then call (k x).

– observe: P passes us a continuation k, an object (g,�) consisting of a
distribution g with parameter �, and a observed value y. We store observe
tuple (y,k,g,�), and call (k).

– predict: P passes us a continuation k, a label `, and a value z. We store
predict tuple (`, z) and call (k).

• When P terminates “output” all stored predict tuples (`, z).

• Repeat forever

– Randomly select mth (x,k,f ,✓) sample tuple from M in the store.

– Sample a new value x0 ⇠ f(·|✓)
– Resume P by calling (k x

0
) if sample, observe, or predict reached do:

⇤ sample: P passes us a continuation k

0 and an object (f 0, ✓0) consisting
of a distribution f 0 with parameter ✓0. We sample a value x0 ⇠ f 0

(·|✓0),
store (x0,k0,f 0,✓0), then call (k0 x

0
).

⇤ observe: P passes us a continuation k

0, an object (g0,�0
) consisting of

a distribution g0 with parameter �0, and a observed value y. We store
(y, k0,g0,�0), and call (k0).

⇤ predict: P passes us a continuation k

0, a label `0, and a value z0. We
store (`0, z0) and call (k0).

– When P terminates we compute

↵ = min

 
1,

�(x0
)M

QM
j=m fj(xj|✓j)

�(x)M 0QM 0

j=m f 0
j(x

0
j|✓0j)

!

and accept proposed trace and and output (`0, z0) w.p. ↵, keep old trace and
output (`, z) otherwise.
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of calls to observe is fixed across different executions of the program; that is, the value
of N is not itself random. This is not a strong restriction in practice, as in general we
will have a generative model which is conditioned on a dataset y1, . . . , yN , and thus any
particular re-execution of the program on the same dataset will have N observe state-
ments; the number M of latent variables xj in each trace may still vary dramatically
between executions.

A sequential Monte Carlo algorithm for inference in probabilistic programs is based
on the ability to decompose the full program trace x into a product over incremental
expansions of the program trace. We define ˜

xi as the subspace of x which is sampled
in between observe statements i� 1 and i, that is, with x1:n =

˜

x1 ⇥ · · · ⇥ ˜

xn such that
˜

x1:N denotes the full program trace, and with each ˜

xi disjoint. While there are always N
such ˜

xi, each may be of varying dimensionality on each execution, and there may also
be some ˜

xi = ; if no new randomness is sampled between two subsequent observe
statements. We can thus define a sequence of incremental program execution traces
�1, . . . , �N with

�n(˜x1:n) =

NY

n=1

g(yn|˜x1:n)p(˜xn|˜x1:n�1), (126)

with associated normalized incremental targets

⇡n(˜x1:n) =
1

Zn

�n(˜x1:n) (127)

where each Zn is an unknown constant. Note that computing the density p(˜xn|˜x1:n�1)

may well be impossible in general, but we can still draw samples from it via forward
simulation of the program.

The sequential importance resampling algorithm initializes by executing K parallel
copies of the program P , and continuing execution until the first observe statement is
encountered. Weights for each partial trace ˜

x

k
1, for k = 1, . . . , K, are then initialized to

w(˜xk
1) = gk1(y

k
1 |�k

1) ⌘ p(yk1 |˜xk
1). (128)

Some of the sampled values ˜

x

k
1 will be “better” than others, in the sense that they have

higher weight. A resampling step now duplicates the more promising program execu-
tion traces, and discards those which are already very unlikely, by sampling ancestor
indices ak1 from a discrete distribution on W k

1 , where

W k
n =

w(˜xk
n)PK

`=1 w(˜x
k
n)
. (129)

After resampling, all particles have equal weight. We then continue executing the pro-
gram from the program traces {˜xak1

1 }K
k=1, until the next observe statement. In general,

for n > 1, we then have

w(˜xk
n) = gkn(y

k
n|�k

n) ⌘ p(ykn|˜x
akn�1
1:n�1 ⇥ ˜

x

k
n); (130)
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After the first observation (and prior to resampling), as in the likelihood weighting
above, the weighted set of samples {˜xk
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After the first observation (and prior to resampling), as in the likelihood weighting
above, the weighted set of samples {˜xk
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k=1 provides an approximation to the first
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If accepted, then the next particle set and next marginal likelihood estimate is set

to the proposed values; otherwise, the values from the previous iteration s ≠ 1 are

repeated. In estimating expectations, the full set of particles can be used, with

ÊP IMH [Â(x)] = 1
S

Sÿ

s=1

Kÿ

k=1
W s,kÂ(xs,k). (3.34)

Algorithmically, this concatenates the output of the K particles from each of multiple

executions of sequential Monte Carlo; with some probability we emit the K particles

from the most recent sweep, and with some probability we emit the K particles

from a retained sweep. Formal correctness of the PIMH algorithm is shown by

considering it as a standard independent MH algorithm on an extended space of

both the program traces, and the ancestor indices [Andrieu et al., 2010].

One obvious advantage of this algorithm is its anytime nature: running a single

SMC iteration yields a K-sample approximation to the posterior, and then for each

s = 1, 2, . . . we have s ◊ K total samples. In that sense, this provides a principled

method for combining multiple executions of sequential Monte Carlo. As we collect

more and more samples, we see a corresponding reduction in error for estimates

of posterior expectations. An alternative scheme can be constructed by replacing

the MH accept-reject step with an additional importance weighting step; this can

be understood as a Rao-Blackwellization over the accept-reject step. That is, we

could run an algorithm in which we iteratively generate S particle sets; for each

particle set {xs,k, W s,k}K
k=1 we can assign an additional (unnormalized) weight Ẑs.

This iterated SMC estimator can then be defined using the normalized weights

V s
S after S particle sets have been generated, with

V s
S = Ẑs

qS
t=1 Ẑt

(3.35)

ÊiSMC [Â(x)] =
Sÿ

s=1
V s

S

Kÿ

k=1
W s,kR(xs,k). (3.36)

The iterated SMC estimator combines the multiple executions of SMC via im-

portance sampling, rather than MCMC. Consistency of such an estimator is

shown formally by characterization of this algorithm as a form of –-SMC [White-

ley et al., 2013].

SMC Fun Facts
• The natural SMC-weight-based marginal probability estimator 

is unbiased 

• Independent SMC sweeps can be combined (iSMC)
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for resampling the particle set, and manners of construction the distribution r(ak
n|·)

[Douc et al., 2005]; we will revisit resampling in detail in Chapter 5. The marginal

likelihood Z © p(y1:N) can be estimated recursively, with

Z =
NŸ

n=1
Zn. (3.27)

The approximation we can compute through the unnormalized weights at each

resampling point (i.e. at each observe) given by

Ẑ =
NŸ

n=1
Ẑn =

NŸ

n=1

1
K

Kÿ

k=1
w(xk

1:n) (3.28)

is known to be unbiased [Del Moral, 2004].

Implementing this as a probabilistic programming backend is similar to im-

portance sampling, except for two key di�erences. First, the outer loop infer

method launches K copies of P at once. Then, at observe checkpoints, instead of

updating the log weight, we wait until all K copies of the program have reached

the observe, and then perform a resampling operation based on the values of

gk
i (yk

i |„k
i ). Explicit algorithms and implementations for this and other inference

backends are deferred until the following chapter.

3.5 A single-site Metropolis-Hastings algorithm

The two sampling methods thus far — importance sampling, sequential Monte

Carlo — are broadly referred to as particle-based methods, in that inference is

performed by simulating and weighting a set of samples. It is also possible to define

a more traditional Metropolis-Hastings (MH) sampler in this context [Goodman

et al., 2008, Wingate et al., 2011], where a sequence of samples is generated by

repeated application of a transition operator A(x æ xÕ) on a single current set

of latent variables x. While the focus of this thesis is on developing sequential

Monte Carlo methods, we briefly describe this approach to MH inference here as an

interlude for two reasons. First, we would like to demonstrate the generality of the

language-inference interface described above, by showing that a more traditional

Metropolis-Hastings algorithm can be e�ectively implemented in this context.

Paige “Automatic inference for higher order probabilistic programs” PhD Thesis 2016

Del Moral.” Feynman-Kac Formulae – Genealogical and Interacting Particle Systems with Applications. Probability and its Applications.” 2004.  

p(y1:n) ⇡

E[Ẑ] = p(y1:n)

EiSMC [Q(x)] =
SX

s=1

V s
S

KX

k=1

W s,kQ(x̃s,k)



SMC Rule of Thumb
• You should always run as many particles as you 

can. 

• You can’t always run as many as you need to.



Particle Markov Chain Monte Carlo

• Iterable SMC 
- PIMH : “particle 

independent Metropolis-
Hastings” 

- PGIBBS : “iterated 
conditional SMC”

Wood, van de Meent, Mansinghka “A new approach to probabilistic programming inference” AISTATS 2014

Andrieu, Doucet, Holenstein “Particle Markov chain Monte Carlo methods.“ JRSSB 2010
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Particle Independent Metropolis Hasting
• Each sweep of SMC can 

compute 

• PIMH is MH that accepts entire 
new particle sets w.p. 

• And all particles can be used

WOOD GROUP

likelihood estimate ˆZ?. The new candidate set of particles is accepted according to a
probability

↵s
PIMH = min

 
1,

ˆZ?

ˆZs�1

!
. (136)

If accepted, then the next particle set and next marginal likelihood estimate is set to the
proposed values; otherwise, the values from the previous iteration s � 1 are repeated.
In estimating expectations, the full set of particles can be used, with

ˆEPIMH [Q(x)] =

1

S

SX

s=1

KX

k=1

W s,kQ(x

s,k
). (137)

Formal correctness of the PIMH algorithm is shown by considering it as a standard
independent MH algorithm on an extended space of both the program traces, and the
ancestor indices.

One obvious advantage of this algorithm is its anytime nature: running a single
SMC iteration yields a K-sample approximation to the posterior, and then for each
s = 1, 2, . . . we have s ⇥ K total samples. As we collect more and more samples,
we see a corresponding reduction in error for estimates of posterior expectations. An
alternative scheme can be constructed by replacing the MH accept-reject step with an
additional importance weighting step; this can be understood as Rao-Blackwellizing
over the accept-reject step. That is, we could run an algorithm in which we iteratively
generate S particle sets; for each particle set {xs,k,W s,k}K

k=1 we can assign an ad-
ditional (unnormalized) weight ˆZs. This iterated SMC estimator can then be defined
using the normalized weights V s

S after S particle sets have been generated, with

V s
S =

ˆZs

PS
t=1

ˆZt
(138)

ˆEiSMC [Q(x)] =

SX

s=1

V s
S

KX

k=1

W s,kQ(x

s,k
). (139)

The iterated SMC estimator combines the multiple executions of SMC via importance
sampling, rather than MCMC. Consistency of such an estimator can be shown formally
by characterization of this algorithm as a form of ↵-SMC (?).

10.4.1 ADVANCED PARTICLE MCMC METHODS

Potentially more interesting algorithms can be uncovered by considering other sam-
plers which target the same extended space. In particular, the conditional SMC algo-
rithm re-runs SMC repeatedly in a dependent manner. It is initialized with a single SMC
run, in the same manner as PIMH. However, in subsequent MCMC iterations, a Gibbs
step is taken. After the first SMC run, we sample a single execution trace ˜

x

s,k
1:N which
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likelihood estimate ˆZ?. The new candidate set of particles is accepted according to a
probability
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If accepted, then the next particle set and next marginal likelihood estimate is set to the
proposed values; otherwise, the values from the previous iteration s � 1 are repeated.
In estimating expectations, the full set of particles can be used, with

ˆEPIMH [Q(x)] =

1

S

SX

s=1
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k=1

W s,kQ(x
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). (137)

Formal correctness of the PIMH algorithm is shown by considering it as a standard
independent MH algorithm on an extended space of both the program traces, and the
ancestor indices.

One obvious advantage of this algorithm is its anytime nature: running a single
SMC iteration yields a K-sample approximation to the posterior, and then for each
s = 1, 2, . . . we have s ⇥ K total samples. As we collect more and more samples,
we see a corresponding reduction in error for estimates of posterior expectations. An
alternative scheme can be constructed by replacing the MH accept-reject step with an
additional importance weighting step; this can be understood as Rao-Blackwellizing
over the accept-reject step. That is, we could run an algorithm in which we iteratively
generate S particle sets; for each particle set {xs,k,W s,k}K

k=1 we can assign an ad-
ditional (unnormalized) weight ˆZs. This iterated SMC estimator can then be defined
using the normalized weights V s

S after S particle sets have been generated, with
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The iterated SMC estimator combines the multiple executions of SMC via importance
sampling, rather than MCMC. Consistency of such an estimator can be shown formally
by characterization of this algorithm as a form of ↵-SMC (?).

10.4.1 ADVANCED PARTICLE MCMC METHODS

Potentially more interesting algorithms can be uncovered by considering other sam-
plers which target the same extended space. In particular, the conditional SMC algo-
rithm re-runs SMC repeatedly in a dependent manner. It is initialized with a single SMC
run, in the same manner as PIMH. However, in subsequent MCMC iterations, a Gibbs
step is taken. After the first SMC run, we sample a single execution trace ˜
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The approximation we can compute through the unnormalized weights at each resam-
pling point (i.e. at each observe) given by

ˆZ =

NY

n=1

ˆZn =

NY

n=1

1

K

KX

k=1

w(˜xk
1:n) (145)

is known to be unbiased (?).

10.4 Particle MCMC algorithms

Particle MCMC algorithms use sequential Monte Carlo as a proposal distribution within
an MCMC algorithm. The most basic application of particle MCMC to probabilistic pro-
grams is the particle independent Metropolis-Hastings algorithm. In this algorithm, we
initialize an MCMC sampler by running SMC with K particles to create an initial set of
K weighted execution traces {x0,k,W 0,k}K

k=1 and compute its marginal likelihood esti-
mate ˆZ0 according to Equation ?? Then, for s = 1, 2, . . . , we run a new SMC sampler
to propose a candidate set of execution traces {x?,k,W 0,k}K

k=1 with associated marginal
likelihood estimate ˆZ?. The new candidate set of particles is accepted according to a
probability

↵s
PIMH = min

 
1,

ˆZ?

ˆZs�1

!
. (146)

If accepted, then the next particle set and next marginal likelihood estimate is set to the
proposed values; otherwise, the values from the previous iteration s � 1 are repeated.
In estimating expectations, the full set of particles can be used, with

ˆEPIMH [Q(x)] =

1

S

SX

s=1

KX

k=1

W s,kQ(x

s,k
). (147)

Formal correctness of the PIMH algorithm is shown by considering it as a standard
independent MH algorithm on an extended space of both the program traces, and the
ancestor indices.

One obvious advantage of this algorithm is its anytime nature: running a single
SMC iteration yields a K-sample approximation to the posterior, and then for each
s = 1, 2, . . . we have s ⇥ K total samples. As we collect more and more samples,
we see a corresponding reduction in error for estimates of posterior expectations. An
alternative scheme can be constructed by replacing the MH accept-reject step with an
additional importance weighting step; this can be understood as Rao-Blackwellizing
over the accept-reject step. That is, we could run an algorithm in which we iteratively
generate S particle sets; for each particle set {xs,k,W s,k}K

k=1 we can assign an ad-
ditional (unnormalized) weight ˆZs. This iterated SMC estimator can then be defined
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Ẑ1

Ẑ2
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Wood, van de Meent, Mansinghka “A new approach to probabilistic programming inference” AISTATS 2014 
Paige and Wood “A Compilation Target for Probabilistic Programming Languages” ICML 2014



iPMCMC : Distributed Parallel PMCMC

I For each MCMC iteration r = 1, 2, . . .

1. Nodes c
j

2 {1, . . . ,M}, j = 1, . . . , P run CSMC, the rest run SMC

2. Each node m returns a marginal likelihood estimate ˆ

Z

m

and
candidate retained particle x0

1:T,m

3. A loop of Gibbs updates is applied to the retained particle indices:

P(c
j

= m|c
1:P\j) =

ˆ

Z

m

1
m/2c

1:P\jP
M

n=1

ˆ

Z

n

1
n/2c

1:P\j

(3)

4. The retained particles for the next iteration are set x0
1:T,j

[r] = x

0
1:T,c

j

MCMC Iteration, r
2 4 6 8 10 12 14 16 18 20

N
od

es

Rainforth, Naesseth, Lindsten, Paige, van de Meent, Doucet,  Wood, “Interacting Particle Markov Chain Monte Carlo” ICML 2016

iPMCMC



CSMC Exploitation / SMC Exploration
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Where We Stand
• Probabilistic programming concept 

• Long well established 

• Tool maturity 
• Homework 
• Prototyping 
• Research 
• Advanced research (cognitive science for sure) 
• Small real-world applications 

• Put-offs 
• Some highly optimized models that you know to scale 

well don’t necessarily scale well in current probabilistic 
programming systems. (e.g. neural nets, LDA) 136



Inference Compilation  
Or How I Learned to Stop Worrying and Love Deep Networks

Frank Wood 
fwood@robots.ox.ac.uk 

mailto:fwood@robots.ox.ac.uk


Motivation

“Bayesian inference is computationally expensive. Even 
approximate, sampling-based algorithms tend to take many 
iterations before they produce reasonable answers. In 
contrast, human recognition of words, objects, and scenes is 
extremely rapid, often taking only a few hundred milliseconds
—only enough time for a single pass from perceptual 
evidence to deeper interpretation. Yet human perception and 
cognition are often well-described by probabilistic inference 
in complex models. How can we reconcile the speed of 
recognition with the expense of coherent probabilistic 
inference? How can we build systems, for applications like 
robotics and medical diagnosis, that exhibit similarly rapid 
performance at challenging inference tasks?”

Stuhlmüller A, Taylor J, Goodman N. Learning stochastic inverses. In Advances in Neural Information Processing Systems 2013 (pp. 3048-3056).



Helmholtz MachineThe Helmholtz Machine 893 

layer 

3 

00 
recognition 
weights 

1 0 

generative 
biases 

input 

00 
generative 

oWelghts 
Figure 3: A simple three layer Helmholtz machine modeling the activity of 5 
binary inputs (layer 1) using a two-stage hierarchical model. Generative weights 
(0) are shown as dashed lines, including the generative biases, the only such 
input to the units in the top layer. Recognition weights (4 )  are shown with solid 
lines. Recognition and generative activation functions are described in the text. 

of the data minus the Kullback-Leibler divergence, showing that this 
divergence acts like a penalty on the traditional log probability. The 
recognition model is thus encouraged to be a good approximation to the 
true posterior distribution P. However, the same penalty also encourages 
the generative model to change so that the true posterior distributions 
will be close to distributions that can be represented by the recognition 
model. 

3 The Deterministic Helmholtz Machine 

A Helmholtz machine (Fig. 3) is a simple implementation of these prin- 
ciples. It is a connectionist system with multiple layers of neuron-like 
binary stochastic processing units connected hierarchically by two sets 
of weights. Top-down connections 0 implement the generative model. 
Bottom-up connections 4 implement the recognition model. 

Dayan P, Hinton GE, Neal RM, Zemel RS.  The Helmholtz machine. Neural computation. 1995 Sep;7(5):889-904. 



• Helmholtz machine realization with one layer of latents + 
reparameterization trick, diagonal Gaussian distributions, and multi-
layer encoder and decoder neural networks, variational inference

Variational Autoencoder - Neural Net View

Kingma DP, Welling M. Auto-encoding variational Bayes. arXiv preprint arXiv:1312.6114. 2013 Dec 20. 

q'(x|y) ⇡ p✓(x|y) p✓(x)

p✓(y|x)

x

y

y

Decoder 
Model

Encoder 
Compiled Inference Artifact



• Pros 
• Learn model parameters too 
• Deterministic, gradient/optimization-based inference 
• Reusable encoder  

• Cons 
• Single layer of unstructured, uninterpretable latents 
• Unstructured generative model 
• Variational approximation

Variational Autoencoder - Graphical Model View 

Kingma DP, Welling M. Auto-encoding variational Bayes. arXiv preprint arXiv:1312.6114. 2013 Dec 20. 

y

x

p✓(y|x)p✓(x)q'(x|y)

' ✓

N
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Structured Autoencoder Architectures

observed 
image

Filters = 96
kernel size (KS) = 5

150x150

Convolution + Pooling

graphics code

x

Q(z

i

|x)

Filters = 64
KS = 5

Filters = 32
KS = 5

7200pose
light

shape

....
Filters = 32

KS = 7
Filters = 64

KS = 7
Filters = 96

KS = 7

P (x|z)

Encoder
(De-rendering)

Decoder
(Renderer)

Unpooling (Nearest Neighbor) + 
Convolution

{µ200, ⌃200}

Figure 1: Model Architecture: Deep Convolutional Inverse Graphics Network (DC-IGN) has an
encoder and a decoder. We follow the variational autoencoder [11] architecture with variations. The
encoder consists of several layers of convolutions followed by max-pooling and the decoder has
several layers of unpooling (upsampling using nearest neighbors) followed by convolution. (a) Dur-
ing training, data x is passed through the encoder to produce the posterior approximation Q(z

i

|x),
where z

i

consists of scene latent variables such as pose, light, texture or shape. In order to learn
parameters in DC-IGN, gradients are back-propagated using stochastic gradient descent using the
following variational object function: �log(P (x|z

i

)) + KL(Q(z

i

|x)||P (z

i

)) for every z

i

. We can
force DC-IGN to learn a disentangled representation by showing mini-batches with a set of inactive
and active transformations (e.g. face rotating, light sweeping in some direction etc). (b) During test,
data x can be passed through the encoder to get latents z

i

. Images can be re-rendered to different
viewpoints, lighting conditions, shape variations etc by just manipulating the appropriate graphics
code group (z

i

), which is how one would manipulate an off-the-shelf 3D graphics engine.

Recent work in inverse graphics [10, 17, 16, 12] follows a general strategy of defining a probabilis-
tic or deterministic model with latent parameters, then using an inference or optimization algorithm
to find the most appropriate set of latent parameters given the observations. Recently, Tieleman et
al. [24] moved beyond this two-stage pipeline by using a generic encoder network and a domain-
specific decoder network to approximate a 2D rendering function. However, none of these ap-
proaches have been shown to automatically produce a semantically-interpretable graphics code and
to learn a 3D rendering engine to reproduce images.

In this paper, we present an approach for learning interpretable graphics codes for complex trans-
formations such as out-of-plane rotations and lighting variations. Given a set of images, we use
a hybrid encoder-decoder model to learn a representation that is disentangled with respect to var-
ious transformations such as object out-of-plane rotations and lighting variations. To achieve this,
we employ a deep directed graphical model with many layers of convolution and de-convolution
operators that is trained using the Stochastic Gradient Variational Bayes (SGVB) algorithm [11].

We propose a training procedure to encourage each group of neurons in the graphics code layer to
distinctly represent a specific transformation. To learn a disentangled representation, we train using
data where each mini-batch has a set of active and inactive transformations, but we do not provide
target values as in supervised learning; the objective function remains reconstruction quality. For
example, a nodding face would have the 3D elevation transformation active but its shape, texture
and other affine transformations would be inactive. We exploit this type of training data to force
chosen neurons in the graphics code layer to specifically represent active transformations, thereby
automatically creating a disentangled representation. Given a single face image, our model can re-
generate the input image with a different pose and lighting. We present qualitative and quantitative
results of the model’s efficacy at learning a 3D rendering engine.

2

(a)

Original Reconstuction Light direction varied

(b)

Figure 5: (a) Manipulating light variables: Qualitative results showing the generalization capabil-
ity of the learnt DC-IGN decoder to render original static image with different light directions. The
latent neuron z

light

is changed to random values but all other latents are clamped. (b) Entangled

versus disentangled representations. Top: Original reconstruction (left) and transformed (right)
using a normally-trained network. Bottom: The same transformation using the DC-IGN.

3.2 Invariance Targeting

By training with only one transformation at a time, we are encouraging certain neurons to contain
specific information; this is equivariance. But we also wish to explicitly discourage them from
having other information; that is, we want them to be invariant to other transformations. Since our
mini-batches of training data consist of only one transformation per batch, then this goal corresponds
to having all but one of the output neurons of the encoder give the same output for every image in
the batch.

To encourage this property of the DC-IGN, we train all the neurons which correspond to the inactive
transformations with an error gradient equal to their difference from the mean. It is simplest to think
about this gradient as acting on the set of subvectors z

inactive

from the encoder for each input in
the batch. Each of these z

inactive

’s will be pointing to a close-together but not identical point in a
high-dimensional space; the invariance training signal will push them all closer together. We don’t
care where they are; the network can represent the face shown in this batch however it likes. We
only care that the network always represents it as still being the same face, no matter which way it’s
facing. This regularizing force needs to be scaled to be much smaller than the true training signal,
otherwise it can overwhelm the reconstruction goal. Empirically, a factor of 1/100 works well.

4 Experiments

We trained our model on about 12,000 batches of faces generated from a 3D face model obtained
from Paysan et al. [20], where each batch consists of 20 faces with random variations on face
identity variables (shape/texture), pose, or lighting. We used the rmsprop [25] learning algorithm
during training and set the meta learning rate to be equal to 0.0005, the momentum decay to be 0.1

and weight decay to be 0.01.

To ensure that these techniques work on other types of data, we also trained networks to perform
reconstruction on images of widely varied 3D chairs from many perspectives derived from the Pascal
Visual Object Classes dataset as extracted by Aubry et al. [18, 1]. This task tests the ability of the
DC-IGN to learn a rendering function for a dataset with high variation between the elements of the
set; the chairs vary from office chairs to wicker to modern designs, and viewpoints span 360 degrees
and two elevations. These networks were trained with the same methods and parameters as the ones
above.

6

Kulkarni TD, Whitney WF, Kohli P, Tenenbaum J. Deep convolutional inverse graphics network. In NIPS 2015 (pp. 2539-2547). 

Posing and solving perception as inverse graphics requires  
• Fast amortized/compiled inference 
• Structured, interpretable model

e.g. but many others



Model-Based Reasoning 



Let’s Try Taking Model-Based Reasoning Seriously
THE FORWARD MODEL

29

We begin with Quantum Field Theory1)

Theory gives detailed 
prediction for high-
energy collisions

2)

The interaction of outgoing particles 
with the detector is simulated.  

3)
e+

e-

mu-

mu+

Finally, we run particle identification and 
feature extraction algorithms on the simulated 
data as if they were from real collisions.

4)

>100 million sensors

~10-30 features describe interesting part

hierarchical: 2 → O(10) → O(100) particles

Cranmer K.  Machine Learning and Likelihood Free Inference in Particle Physics, NIPS Keynote. 2016. 

Note: standard model is a recursive program



Desiderata
• Denote a model and inference problem as a 

probabilistic programming language program 

• Press “compile” and wait hours or days, depending on 
the problem, CPU/GPUs at disposal, etc. 

• Get a “compilation artifact” that enables fast, repeated 
inference in the original model that is compatible with 
asymptotically exact inference 

• Useful model-based submodules within end-to-end AI 
pipelines



Inference Compilation 
for Graphical Models 

Paige B, Wood F. Inference Networks for Sequential Monte Carlo in Graphical Models. ICML. JMLR W&CP 48: 3040-3049. 2016. 



Inference

Goal: efficient posterior inference in generative models 
with latent variables x and observed variables y

tn

zn
w0

w1

w2 N

tn

zn

w0

w1

w2
N

tn

zn

w0

w1

w2

'w

N

Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as

p(x,y) ,
NY

i=1

p (xi|pa(xi))
MY

j=1

p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x); Wk =
w(xk)PK
j=1 w(xj)

. (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as
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p (xi|pa(xi))
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p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x) Wk =
w(xk)PK
j=1 w(xj)

w(x) =
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q(x|�) (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as

p(x,y) ,
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i=1

p (xi|pa(xi))
MY

j=1

p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x) Wk =
w(xk)PK
j=1 w(xj)

w(x) =
p(x,y)

q(x|�) (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as

p(x,y) ,
NY

i=1

p (xi|pa(xi))
MY

j=1

p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x); Wk =
w(xk)PK
j=1 w(xj)

. (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as
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p (xi|pa(xi))
MY
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p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x); Wk =
w(xk)PK
j=1 w(xj)

. (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as

p(x,y) ,
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i=1

p (xi|pa(xi))
MY

j=1

p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x) Wk =
w(xk)PK
j=1 w(xj)

w(x) =
p(x,y)

q(x|�) (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from

3

yn

�n

tn

↵

�

N

yn

�n

tn

↵

�

N

yn

'�n �n

tn

'↵�

↵

�

N

Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.
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The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize
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This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=
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p(x|y)
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= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
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The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
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dx. (4)
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Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 1: The Gaussian q which minimizes ↵-divergence to p (a mixture of two Gaussians), for varying ↵. ↵ ! �1
prefers matching one mode, while ↵!1 prefers covering the entire distribution.
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Figure 2: The mass, mean, and standard deviation of the Gaussian q which minimizes ↵-divergence to p, for varying ↵. In
each case, the true value is matched at ↵ = 1.

the convention of Zhu & Rohwer (1995), with ↵ instead of
�:

D

↵

(p || q) =

R
x

↵p(x) + (1� ↵)q(x)� p(x)

↵

q(x)

1�↵

dx

↵(1� ↵)

(2)

As in (1), p and q do not need to be normalized. Both
KL-divergence and ↵-divergence are zero if p = q and
positive otherwise, so they satisfy the basic property of
an error measure. This property follows from the fact
that ↵-divergences are convex with respect to p and q (ap-
pendix A). Some special cases:

D�1(p || q) =

1

2

Z

x

(q(x)� p(x))

2

p(x)

dx (3)

lim

↵!0
D

↵

(p || q) = KL(q || p) (4)

D

1
2
(p || q) = 2

Z

x

⇣p
p(x)�

p
q(x)

⌘2
dx (5)

lim

↵!1
D

↵

(p || q) = KL(p || q) (6)

D2(p || q) =

1

2

Z

x

(p(x)� q(x))

2

q(x)

dx (7)

The case ↵ = 0.5 is known as Hellinger distance (whose
square root is a valid distance metric), and ↵ = 2 is the �

2

distance. Changing ↵ to 1� ↵ swaps the position of p and
q.

To illustrate the effect of changing the divergence measure,
consider a simple example, illustrated in figures 1 and 2.
The original distribution p(x) is a mixture of two Gaus-
sians, one tall and narrow, the other short and wide. The
approximation q(x) is required to be a single (scaled) Gaus-
sian, with arbitrary mean, variance, and scale factor. For

different values of ↵, figure 1 plots the global minimum of
D

↵

(p || q) over q. The solutions vary smoothly with ↵, the
most dramatic changes happening around ↵ = 0.5. When
↵ is a large negative number, the best approximation rep-
resents only one mode, the one with largest mass (not the
mode which is highest). When ↵ is a large positive num-
ber, the approximation tries to cover the entire distribution,
eventually forming an upper bound when ↵ ! 1. Fig-
ure 2 shows that the mass of the approximation continually
increases as we increase ↵.

The properties observed in this example are general, and
can be derived from the formula for ↵-divergence. Start
with the mode-seeking property for ↵ ⌧ 0. It happens be-
cause the valleys of p force the approximation downward.
Looking at (3,4) for example, we see that ↵  0 empha-
sizes q to be small whenever p is small. These divergences
are zero-forcing because p(x) = 0 forces q(x) = 0. In
other words, they avoid “false positives,” to an increasing
degree as ↵ gets more negative. This causes some parts of
p to be excluded. The cost of excluding an x, i.e. setting
q(x) = 0, is p(x)/(1 � ↵). Therefore q will keep the ar-
eas of largest total mass, and exclude areas with small total
mass.

Zero-forcing emphasizes modeling the tails, rather than the
bulk of the distribution, which tends to underestimate the
variance of p. For example, when p is a mixture of Gaus-
sians, the tails reflect the component which is widest. The
optimal Gaussian q will have variance on similar to the
variance of the widest component, even if there are many
overlapping components. For example, if p has 100 identi-
cal Gaussians in a row, forming a plateau, the optimal q is
only as wide as one of them.
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As in (1), p and q do not need to be normalized. Both
KL-divergence and ↵-divergence are zero if p = q and
positive otherwise, so they satisfy the basic property of
an error measure. This property follows from the fact
that ↵-divergences are convex with respect to p and q (ap-
pendix A). Some special cases:

D�1(p || q) =

1

2

Z

x

(q(x)� p(x))

2

p(x)

dx (3)

lim

↵!0
D

↵

(p || q) = KL(q || p) (4)

D

1
2
(p || q) = 2

Z

x

⇣p
p(x)�

p
q(x)

⌘2
dx (5)

lim

↵!1
D

↵

(p || q) = KL(p || q) (6)

D2(p || q) =

1

2

Z

x

(p(x)� q(x))

2

q(x)

dx (7)

The case ↵ = 0.5 is known as Hellinger distance (whose
square root is a valid distance metric), and ↵ = 2 is the �
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distance. Changing ↵ to 1� ↵ swaps the position of p and
q.

To illustrate the effect of changing the divergence measure,
consider a simple example, illustrated in figures 1 and 2.
The original distribution p(x) is a mixture of two Gaus-
sians, one tall and narrow, the other short and wide. The
approximation q(x) is required to be a single (scaled) Gaus-
sian, with arbitrary mean, variance, and scale factor. For

different values of ↵, figure 1 plots the global minimum of
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(p || q) over q. The solutions vary smoothly with ↵, the
most dramatic changes happening around ↵ = 0.5. When
↵ is a large negative number, the best approximation rep-
resents only one mode, the one with largest mass (not the
mode which is highest). When ↵ is a large positive num-
ber, the approximation tries to cover the entire distribution,
eventually forming an upper bound when ↵ ! 1. Fig-
ure 2 shows that the mass of the approximation continually
increases as we increase ↵.

The properties observed in this example are general, and
can be derived from the formula for ↵-divergence. Start
with the mode-seeking property for ↵ ⌧ 0. It happens be-
cause the valleys of p force the approximation downward.
Looking at (3,4) for example, we see that ↵  0 empha-
sizes q to be small whenever p is small. These divergences
are zero-forcing because p(x) = 0 forces q(x) = 0. In
other words, they avoid “false positives,” to an increasing
degree as ↵ gets more negative. This causes some parts of
p to be excluded. The cost of excluding an x, i.e. setting
q(x) = 0, is p(x)/(1 � ↵). Therefore q will keep the ar-
eas of largest total mass, and exclude areas with small total
mass.

Zero-forcing emphasizes modeling the tails, rather than the
bulk of the distribution, which tends to underestimate the
variance of p. For example, when p is a mixture of Gaus-
sians, the tails reflect the component which is widest. The
optimal Gaussian q will have variance on similar to the
variance of the widest component, even if there are many
overlapping components. For example, if p has 100 identi-
cal Gaussians in a row, forming a plateau, the optimal q is
only as wide as one of them.
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As in (1), p and q do not need to be normalized. Both
KL-divergence and ↵-divergence are zero if p = q and
positive otherwise, so they satisfy the basic property of
an error measure. This property follows from the fact
that ↵-divergences are convex with respect to p and q (ap-
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The case ↵ = 0.5 is known as Hellinger distance (whose
square root is a valid distance metric), and ↵ = 2 is the �
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distance. Changing ↵ to 1� ↵ swaps the position of p and
q.

To illustrate the effect of changing the divergence measure,
consider a simple example, illustrated in figures 1 and 2.
The original distribution p(x) is a mixture of two Gaus-
sians, one tall and narrow, the other short and wide. The
approximation q(x) is required to be a single (scaled) Gaus-
sian, with arbitrary mean, variance, and scale factor. For

different values of ↵, figure 1 plots the global minimum of
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(p || q) over q. The solutions vary smoothly with ↵, the
most dramatic changes happening around ↵ = 0.5. When
↵ is a large negative number, the best approximation rep-
resents only one mode, the one with largest mass (not the
mode which is highest). When ↵ is a large positive num-
ber, the approximation tries to cover the entire distribution,
eventually forming an upper bound when ↵ ! 1. Fig-
ure 2 shows that the mass of the approximation continually
increases as we increase ↵.

The properties observed in this example are general, and
can be derived from the formula for ↵-divergence. Start
with the mode-seeking property for ↵ ⌧ 0. It happens be-
cause the valleys of p force the approximation downward.
Looking at (3,4) for example, we see that ↵  0 empha-
sizes q to be small whenever p is small. These divergences
are zero-forcing because p(x) = 0 forces q(x) = 0. In
other words, they avoid “false positives,” to an increasing
degree as ↵ gets more negative. This causes some parts of
p to be excluded. The cost of excluding an x, i.e. setting
q(x) = 0, is p(x)/(1 � ↵). Therefore q will keep the ar-
eas of largest total mass, and exclude areas with small total
mass.

Zero-forcing emphasizes modeling the tails, rather than the
bulk of the distribution, which tends to underestimate the
variance of p. For example, when p is a mixture of Gaus-
sians, the tails reflect the component which is widest. The
optimal Gaussian q will have variance on similar to the
variance of the widest component, even if there are many
overlapping components. For example, if p has 100 identi-
cal Gaussians in a row, forming a plateau, the optimal q is
only as wide as one of them.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 4 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (5)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (6)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (7)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.

In hierarchical models such as the model for failure rates of power plant pumps [6] in
Figure 2, conditional independence structure in an inverse model can be leveraged to break
down q(x|y) into a product of smaller conditional densities, each of the form qi(xi|fpa(xi)).
We take advantage of this structure by defining more parameter-e�cient representations of
q(x|·) that reuse replicated inverse conditional densities, and for more e�cient inference via
a sequential Monte Carlo algorithm.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.

In hierarchical models such as the model for failure rates of power plant pumps [6] in
Figure 2, conditional independence structure in an inverse model can be leveraged to break
down q(x|y) into a product of smaller conditional densities, each of the form qi(xi|fpa(xi)).
We take advantage of this structure by defining more parameter-e�cient representations of
q(x|·) that reuse replicated inverse conditional densities, and for more e�cient inference via
a sequential Monte Carlo algorithm.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.

In hierarchical models such as the model for failure rates of power plant pumps [6] in
Figure 2, conditional independence structure in an inverse model can be leveraged to break
down q(x|y) into a product of smaller conditional densities, each of the form qi(xi|fpa(xi)).
We take advantage of this structure by defining more parameter-e�cient representations of
q(x|·) that reuse replicated inverse conditional densities, and for more e�cient inference via
a sequential Monte Carlo algorithm.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (3)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 3 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (4)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (5)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (6)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
the joint distribution p(x,y) to generate candidate data points (e↵ectively providing infinite
training data). In any directed graphical model this can be achieved by ancestral sampling,
where the variables y are treated as as-yet unobserved. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) itself — we only need the gradients of
our recognition model q(x|'(⌘,y)), allowing use of any di↵erentiable representation for q.
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Figure 2: a hierarchical Bayesian model. (left) A generative model for the data {xn};
(middle) with dependency structure inverted; (right) showing neural conditional density
estimators. Each yn ⇠ Poisson(�ntn), with �n ⇠ Gamma(↵,�) and gamma priors on ↵,�.
The learned factor '�n is replicated N times in the inverse model, allowing us to re-use the
weights.

p̃(x|y) =
NY

i=1

p̃(xi|fpa(xi))

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
in the context of population Monte Carlo (PMC) [3] and sequential Monte Carlo [4, 5, 9],
proposes a parametric family q(x|�), where � is a free parameter, and uses the reverse
Kullback-Leibler (KL) divergence DKL(⇡||q�) as an objective function, choosing � to mini-
mize

argmin
�

DKL(q�||⇡) 6= ⇡(x) = p(x|y) q(x|�) (3)

argmin
�

DKL(⇡||q�) =
Z

⇡(x) log


⇡(x)

q(x|�)

�
dx. (4)

argmin
⌘

Ep(y)

⇥
DKL(⇡||q'(⌘,y))

⇤
(5)

This KL divergence between the true posterior distribution p(x|y) and proposal distribution
q(x|�) is also known as the relative entropy criterion, and is a preferred objective function
in situations in which the estimation goal construct a high-quality weighted sample repre-
sentation, rather than to minimize the variance of a particular expectation [4].

In an amortized inference setting, instead of learning � explicitly for a fixed value of y,
we learn a mapping from y to �. More explicitly, if y 2 Y and � 2 #, then learning an
explicit mapping ' : Y ! # allows performing approximate inference for p(x|y) with only
the computational complexity of evaluating the deterministic function '. The tradeo↵ is
that the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algorithms by learning a family of
distributions q(x|y), parameterized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of higher-level parameters ⌘. We would like
a choice of ⌘ which performs well across all datasets y. We can frame this as minimizing
the expected value of Eq. 5 under p(y), suggesting an objective function J (⌘) defined as

J (⌘) =

Z
DKL(⇡||q�)p(y)dy (6)

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy (7)

= Ep(x,y) [� log q(x|'(⌘,y))] + const. (8)

which has a gradient r⌘J (⌘) = Ep(x,y) [�r⌘ log q(x|'(⌘,y))] .

Notice that these expectations are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating the expectation of the gradient
r⌘J (⌘) by sampling synthetic full-data training examples {x,y} from the original model.
This procedure can be performed entirely o✏ine — we require only to be able to sample from
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Gradient:

Univariate x: mixture density network

• Neural network outputs parameters of a parametric model for the 
next dimension, conditioned on previous dimensions
• e.g. mixture of Gaussians, categorical, … 

• MADE: efficient weight sharing for multivariate densities

Multivariate x: autoregressive neural density estimator



Inverting the Model, Exploiting Structure

Stuhlmüller et al., [NIPS 2013] introduced a heuristic 
algorithm that takes a finite graphical model and 
constructs an inverse graphical model in which the 
observed nodes come first.  
 

Stuhlmüller A, Taylor J, Goodman N. Learning stochastic inverses. In Advances in Neural Information Processing Systems 2013 (pp. 3048-3056).  



Example : Non-Conjugate Regression
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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Figure 1: a non-conjugate regression model, as (left) a Bayes net representing a generative
model for the data {tn}; (middle) with dependency structure inverted, a generative model
for the latent variables w0, w1, w2; (right) showing the explicit neural network structure of
the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). Here we place a Laplace prior on each
regression weight wd, and have Student-t likelihoods p(tn|zn, w0:2). New datasets {zn, tn}Nn=1
can be input directly into the joint density estimator 'w to estimate the posterior.

2 Approach

A directed graphical model, or Bayesian network [10, 12], defines a joint probability distri-
bution and conditional independence structure via a directed acyclic graph. For each xi in
a set of random variables x1, . . . , xN , the network structure specifies a conditional density
pi(xi|pa(xi)), where pa(xi) denotes the parent nodes of xi. The joint distribution over N

latent random variables x and M observed random variables y is defined as

p(x,y) ,
NY

i=1

p (xi|pa(xi))
MY

j=1

p (yj |pa(yj)) ; (1)

the inference goal is to characterize the posterior distribution ⇡(x) ⌘ p(x|y).
Our approach is two-fold. First, given a Bayesian network that acts as a generative model for
our observed data y given latent variables x, we construct a new Bayesian network which acts
as a generative model for our latent x, given observed data y. This network is constructed
such that the joint distribution defined by the original model p(x,y) = p(x)p(y|x) is identical
to that of the new “inverse model”, which we will refer to as p̃(x,y) = p̃(y)p̃(x|y), but with
a di↵erent factorization [13].

Unfortunately, unlike the original forward model, the inverse model has conditional densities
which we do not in general know how to normalize or sample from. However, were we to know
the conditional densities comprising the inverse model p̃(x|y), then given a particular dataset
y we could directly draw posterior samples simply by ancestral sampling from the inverse
graphical model. Thus the second aspect is learning approximations for the conditionals
p̃(xi|fpa(xi)), where fpa(xi) are parents of xi in the inverse model. To do so we employ
neural density estimators [1, 2, 7, 14], and design a procedure to train these “o✏ine”, in the
sense that no real data is required.

As an example, consider the non-conjugate polynomial regression model shown in Figure 1,
along with its inverse graphical model, and the resulting neural network structure. Note
particularly that although the original graphical model which expressed p(y|x)p(x) factorizes
into products over yn which are conditionally independent given x, in the inverse model
p̃(x|y)p̃(y) due to the explaining-away phenomenon all latent variables depend on all others.

2.1 Learning a family of importance sampling densities

Simple importance sampling in a Bayesian network performs inference by sampling x from
some proposal density q(x|·), and computing importance weights w(x) = p(x,y)/q(x|·)
which, for K samples of x, yields a posterior approximation

p̂(x|y) =
KX

k=1

Wk�xk(x) Wk =
w(xk)PK
j=1 w(xj)

w(x) =
p(x,y)

q(x|�) (2)

The e�ciency of the method depends crucially on the choice of proposal density. Previous
work in adaptive importance sampling in a single-dataset setting (i.e., with fixed y), both
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Figure 3. Factorial HMM. (left) The generative model consists D independent Markov models, with observed data yt depending on
the current state of each latent HMM. (middle) An inverse model obtained by reversing the order of the generative model at each t.
Conditioned on the previous latent states at t� 1 and the next observation yt, all latent states at each t are dependent on one another and
must be modeled jointly. (right) The repeated structure at each t = 1, 2, . . . means that the same learned conditional density network can
be reused at every t.

hidden units labeled 0 to take as input only the dimensions
in fPA(x0

). For single-dimensional data, where N = 1, all
hidden units are labeled 0 and all feed forward into the single
output x1, recovering a standard mixture density network
(Bishop, 1994).

To model non-binary data, MADE can be extended by
altering the output layer network to emit parameters of
any univariate probability density function. We take the
same approach by which RNADE (Uria et al., 2013) modi-
fies the binary autoregressive distribution estimator NADE
(Larochelle and Murray, 2011) to handle real-valued data,
with an output layer that parameterizes a univariate mixture
of D Gaussians for each dimension x

i

conditioned on its
parents. The probability of any particular x

i

is given by

q(x

i

|'
i

(⌘

i

,

fPA(x
i

))) =

DX

d=1

↵

i,d

N (x

i

|µ
i,d

,�

2
i,d

)

where N (·) is the Gaussian probability density. This re-
quires an output layer with 3 ⇥ D dimensions, to predict
D each of means µ

i,d

, standard deviations �

i,d

, weights
↵

i,d

; to enforce positivity of standard deviations we apply a
softplus function to the raw network outputs, and a softmax
function to ensure ↵

i,· is a probability vector.

3.4. Training the neural network

Contrary to many standard settings in which one is limited
by the amount of data present, we are armed with a sam-
pler p(x,y) which allows us to generate effectively infinite
training data. This could be used to sample a “giant” syn-
thetic dataset, which we then use for mini-batch training via
gradient descent; however, then we must decide how large a
dataset is required. Alternatively, we could sample a brand
new set of training examples for every mini-batch, never
re-using previous samples.

In testing we found that a hybrid training procedure, which
samples new synthetic datasets based on performance on
a held-out set of synthetic validation data, appeared more
efficient than resampling a new synthetic dataset for each

new gradient update. We perform mini-batch gradient up-
dates on ⌘ using synthetic training data, while evaluating on
the validation set. If the validation error increases, or after
a set maximum number of steps, we draw new sets of both
synthetic training and validation data from p(x,y).

In all experiments we use Adam (Kingma and Ba, 2015)
with the suggested default parameters to update learning
rates online, and use rectified linear activation functions.

4. Examples

4.1. Inverting a single factor

To illustrate the basic method for inverting factors, we con-
sider a non-conjugate polynomial regression model, with
global-only latent variables. The graphical model, its inver-
sion, and the neural network structure are shown in Figure 1.
Here we place a Laplace prior on the regression weights,
and have Student-t likelihoods, giving us

w

d

⇠ Laplace(0, 10

1�d

) for d = 0, 1, 2;

t

n

⇠ t

⌫

(w0 + w1zn + w2z
2
n

, ✏

2
) for n = 1, . . . , N

for fixed ⌫ = 4, ✏ = 1, and z

n

2 (�10, 10) uniformly. The
goal is to estimate the posterior distribution of weights for
the constant, linear, and quadratic terms, given any possible
collected dataset {z

n

, t

n

}N
n=1. In the notation of the pre-

ceding sections, we have latent variables x ⌘ {w0, w1, w2}
and observed variables y ⌘ {z

n

, t

n

}N
n=1.

Note particularly that although the original graphical model
which expressed p(y|x)p(x) factorizes into products over
y

n

which are conditionally independent given x, in the
inverse model p̃(x|y) due to the explaining-away phe-
nomenon all latent variables depend on all others: there
are no latent variables which can be d-separated from the
observed y, and all latent variables share y as parents.
This means we fit as proposal only a single joint density
q(w0:2|z1:N , t1:N ). Examples of representative output from
this network are shown in Figure 4. The trained network
used here 200 hidden units in each of two hidden layers, and
a mixture of 3 Gaussians as each output.
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Figure 3. Factorial HMM. (left) The generative model consists D independent Markov models, with observed data yt depending on
the current state of each latent HMM. (middle) An inverse model obtained by reversing the order of the generative model at each t.
Conditioned on the previous latent states at t� 1 and the next observation yt, all latent states at each t are dependent on one another and
must be modeled jointly. (right) The repeated structure at each t = 1, 2, . . . means that the same learned conditional density network can
be reused at every t.

hidden units labeled 0 to take as input only the dimensions
in fPA(x0

). For single-dimensional data, where N = 1, all
hidden units are labeled 0 and all feed forward into the single
output x1, recovering a standard mixture density network
(Bishop, 1994).

To model non-binary data, MADE can be extended by
altering the output layer network to emit parameters of
any univariate probability density function. We take the
same approach by which RNADE (Uria et al., 2013) modi-
fies the binary autoregressive distribution estimator NADE
(Larochelle and Murray, 2011) to handle real-valued data,
with an output layer that parameterizes a univariate mixture
of D Gaussians for each dimension x
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conditioned on its
parents. The probability of any particular x
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is given by
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where N (·) is the Gaussian probability density. This re-
quires an output layer with 3 ⇥ D dimensions, to predict
D each of means µ

i,d

, standard deviations �

i,d

, weights
↵

i,d

; to enforce positivity of standard deviations we apply a
softplus function to the raw network outputs, and a softmax
function to ensure ↵

i,· is a probability vector.

3.4. Training the neural network

Contrary to many standard settings in which one is limited
by the amount of data present, we are armed with a sam-
pler p(x,y) which allows us to generate effectively infinite
training data. This could be used to sample a “giant” syn-
thetic dataset, which we then use for mini-batch training via
gradient descent; however, then we must decide how large a
dataset is required. Alternatively, we could sample a brand
new set of training examples for every mini-batch, never
re-using previous samples.

In testing we found that a hybrid training procedure, which
samples new synthetic datasets based on performance on
a held-out set of synthetic validation data, appeared more
efficient than resampling a new synthetic dataset for each

new gradient update. We perform mini-batch gradient up-
dates on ⌘ using synthetic training data, while evaluating on
the validation set. If the validation error increases, or after
a set maximum number of steps, we draw new sets of both
synthetic training and validation data from p(x,y).

In all experiments we use Adam (Kingma and Ba, 2015)
with the suggested default parameters to update learning
rates online, and use rectified linear activation functions.

4. Examples

4.1. Inverting a single factor

To illustrate the basic method for inverting factors, we con-
sider a non-conjugate polynomial regression model, with
global-only latent variables. The graphical model, its inver-
sion, and the neural network structure are shown in Figure 1.
Here we place a Laplace prior on the regression weights,
and have Student-t likelihoods, giving us

w
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⇠ Laplace(0, 10
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) for d = 0, 1, 2;
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⇠ t

⌫

(w0 + w1zn + w2z
2
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, ✏

2
) for n = 1, . . . , N

for fixed ⌫ = 4, ✏ = 1, and z

n

2 (�10, 10) uniformly. The
goal is to estimate the posterior distribution of weights for
the constant, linear, and quadratic terms, given any possible
collected dataset {z

n

, t

n

}N
n=1. In the notation of the pre-

ceding sections, we have latent variables x ⌘ {w0, w1, w2}
and observed variables y ⌘ {z

n

, t

n

}N
n=1.

Note particularly that although the original graphical model
which expressed p(y|x)p(x) factorizes into products over
y

n

which are conditionally independent given x, in the
inverse model p̃(x|y) due to the explaining-away phe-
nomenon all latent variables depend on all others: there
are no latent variables which can be d-separated from the
observed y, and all latent variables share y as parents.
This means we fit as proposal only a single joint density
q(w0:2|z1:N , t1:N ). Examples of representative output from
this network are shown in Figure 4. The trained network
used here 200 hidden units in each of two hidden layers, and
a mixture of 3 Gaussians as each output.
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Figure 3. Factorial HMM. (left) The generative model consists D independent Markov models, with observed data yt depending on
the current state of each latent HMM. (middle) An inverse model obtained by reversing the order of the generative model at each t.
Conditioned on the previous latent states at t� 1 and the next observation yt, all latent states at each t are dependent on one another and
must be modeled jointly. (right) The repeated structure at each t = 1, 2, . . . means that the same learned conditional density network can
be reused at every t.

hidden units labeled 0 to take as input only the dimensions
in fPA(x0

). For single-dimensional data, where N = 1, all
hidden units are labeled 0 and all feed forward into the single
output x1, recovering a standard mixture density network
(Bishop, 1994).

To model non-binary data, MADE can be extended by
altering the output layer network to emit parameters of
any univariate probability density function. We take the
same approach by which RNADE (Uria et al., 2013) modi-
fies the binary autoregressive distribution estimator NADE
(Larochelle and Murray, 2011) to handle real-valued data,
with an output layer that parameterizes a univariate mixture
of D Gaussians for each dimension x

i

conditioned on its
parents. The probability of any particular x

i

is given by

q(x

i

|'
i

(⌘

i

,

fPA(x
i

))) =

DX

d=1

↵

i,d

N (x

i

|µ
i,d

,�

2
i,d

)

where N (·) is the Gaussian probability density. This re-
quires an output layer with 3 ⇥ D dimensions, to predict
D each of means µ

i,d

, standard deviations �

i,d

, weights
↵

i,d

; to enforce positivity of standard deviations we apply a
softplus function to the raw network outputs, and a softmax
function to ensure ↵

i,· is a probability vector.

3.4. Training the neural network

Contrary to many standard settings in which one is limited
by the amount of data present, we are armed with a sam-
pler p(x,y) which allows us to generate effectively infinite
training data. This could be used to sample a “giant” syn-
thetic dataset, which we then use for mini-batch training via
gradient descent; however, then we must decide how large a
dataset is required. Alternatively, we could sample a brand
new set of training examples for every mini-batch, never
re-using previous samples.

In testing we found that a hybrid training procedure, which
samples new synthetic datasets based on performance on
a held-out set of synthetic validation data, appeared more
efficient than resampling a new synthetic dataset for each

new gradient update. We perform mini-batch gradient up-
dates on ⌘ using synthetic training data, while evaluating on
the validation set. If the validation error increases, or after
a set maximum number of steps, we draw new sets of both
synthetic training and validation data from p(x,y).

In all experiments we use Adam (Kingma and Ba, 2015)
with the suggested default parameters to update learning
rates online, and use rectified linear activation functions.

4. Examples

4.1. Inverting a single factor

To illustrate the basic method for inverting factors, we con-
sider a non-conjugate polynomial regression model, with
global-only latent variables. The graphical model, its inver-
sion, and the neural network structure are shown in Figure 1.
Here we place a Laplace prior on the regression weights,
and have Student-t likelihoods, giving us
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2
) for n = 1, . . . , N

for fixed ⌫ = 4, ✏ = 1, and z

n

2 (�10, 10) uniformly. The
goal is to estimate the posterior distribution of weights for
the constant, linear, and quadratic terms, given any possible
collected dataset {z

n

, t

n

}N
n=1. In the notation of the pre-

ceding sections, we have latent variables x ⌘ {w0, w1, w2}
and observed variables y ⌘ {z

n

, t

n

}N
n=1.

Note particularly that although the original graphical model
which expressed p(y|x)p(x) factorizes into products over
y

n

which are conditionally independent given x, in the
inverse model p̃(x|y) due to the explaining-away phe-
nomenon all latent variables depend on all others: there
are no latent variables which can be d-separated from the
observed y, and all latent variables share y as parents.
This means we fit as proposal only a single joint density
q(w0:2|z1:N , t1:N ). Examples of representative output from
this network are shown in Figure 4. The trained network
used here 200 hidden units in each of two hidden layers, and
a mixture of 3 Gaussians as each output.• Two layer MLP 

• 200 units 
• 3-component MOG for each output

automatic hand



Example Non-Conjugate Regression

Figure 1: Representative output in the polynomial regression example. Plots show 100
samples each at 5% opacity, with the mean marked as a solid dashed line. These are all
proposed using the same neural network — not just the same neural network structure, but
also identical learned weights. The MCMC posterior is generated by thinning 10000 samples
by a factor 100, after 10000 samples of burnin. The neural network proposal density for the
weights yields estimated polynomial curves very close to the true posterior solution, albeit
slightly more di↵use. Any small mismatch is easily corrected via importance reweighing.

structure are shown in Figure 2. Here we place a Laplace prior on the regression weights,
and have Student-t likelihoods, giving us

w

d

⇠ Laplace(0, 101�d) for d = 0, 1, 2;

t

n

⇠ t
⌫

(w0 + w1zn + w2z
2
n

, ✏

2) for n = 1, . . . , N

for fixed ⌫ = 4, ✏ = 1, and we place a uniform prior on (�10, 10) for z

n

. The goal is to
estimate the posterior distribution of weights for the constant, linear, and quadratic terms,
given any possible collected dataset {z

n

, t

n

}N
n=1. In the notation of the surrounding sections,

we have latent variables x ⌘ {w0, w1, w2} and observed variables y ⌘ {z
n

, t

n

}N
n=1.
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More Structure : Inverting a Hierarchical Model
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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Figure 3. A hierarchical Bayesian model. (left) A generative model for the data {xn}; (middle) with dependency structure inverted; (right)

showing the two distinct joint neural conditional density estimators. Note in particular the inverse model still partially factorizes across

the latent variables. The learned factor '✓n is replicated N times in the inverse model, allowing re-use of weights, simplifying training.
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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the latent variables. The learned factor '✓n is replicated N times in the inverse model, allowing re-use of weights, simplifying training.
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Inference Networks for Sequential Monte Carlo in Graphical Models

Figure 4. Representative output in the polynomial regression example. Plots show 100 samples each at 5% opacity, with the mean marked
as a solid dashed line. These are all proposed using the same pre-trained neural network — not just the same neural network structure, but
also identical learned weights. The MCMC posterior is generated by thinning 10000 samples by a factor 100, after 10000 samples of
burnin. The neural network proposal yields estimated polynomial curves close to the true posterior solution, albeit slightly more diffuse.

4.2. A hierarchical Bayesian model

Consider as a new example a representative multilevel
model where exact inference is intractable, a Poisson model
for estimating failure rates of power plant pumps (George
et al., 1993). Given N power plant pumps, each having
operated for t

n

thousands of hours, we see x

n

failures, fol-
lowing

↵ ⇠ Exponential(1.0), � ⇠ Gamma(0.1, 1.0),

✓

n

⇠ Gamma(↵,�), y

n

⇠ Poisson(✓

n

t

n

).

The graphical model, an inverse factorization, and the neural
network structure are shown in Figure 2. To generating syn-
thetic training data, t

n

are sampled iid from an exponential
distribution with mean 50.

The repeated structure in the inverse factorization of this
model allows us to learn a single inverse factor to represent
the distribution p̃(✓

n

|t
n

, y

n

) across all n. This yields a far
simpler learning problem than were we forced to fit all of
p̃(✓1:N |t1:N , y1:N ) jointly. Further, the repeated structure

allows us to use a divide-and-conquer SMC algorithm (Lind-
sten et al., 2014) which works particularly efficiently on this
model. Each of the N replicated structures are sampled
in parallel with independent particle sets, weighted locally,
and resampled; once all ✓

n

are sampled, we end by sam-
pling ↵ and � jointly, which need both be included in order
to evaluate the final terms in the joint target density. We
stress that there is no obvious baseline proposal density to
use for a divide-and-conquer SMC algorithm, as neither the
marginal prior nor posterior distributions over ✓

n

are avail-
able in closed form. Any usage of this algorithm requires
manual specification of some proposal q(✓

n

).

We test our proposals on the actual power pump failure data
analyzed in George et al. (1993). The relative convergence
speeds of marginal likelihood estimators from importance
sampling from prior and neural network proposals, and
SMC with neural network proposals, are shown in Figure 5.
To capture the wide tails of the broad gamma distributions,
we use a mixture of 10 Gaussians here at each output node,
and 500 hidden units in each of two hidden layers.
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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showing the two distinct joint neural conditional density estimators. Note in particular the inverse model still partially factorizes across

the latent variables. The learned factor '✓n is replicated N times in the inverse model, allowing re-use of weights, simplifying training.
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Figure 2. A hierarchical Bayesian model. (left) A generative model for the data {xn}; (middle) with dependency structure inverted; (right)
showing the two distinct joint neural conditional density estimators. Note in particular the inverse model still partially factorizes across
the latent variables. The learned factor '✓n is replicated N times in the inverse model, allowing re-use of weights, simplifying training.

In an amortized inference setting, instead of learning � ex-
plicitly for a fixed value of y, we learn a mapping from y

to �. More explicitly, if y 2 Y and � 2 #, then learning a
deterministic mapping ' : Y ! # allows performing ap-
proximate inference for p(x|y) with only the computational
complexity of evaluating the function '. The tradeoff is that
the training of ' itself may be quite involved.

We thus generalize the adaptive importance sampling algo-
rithms by learning a family of distributions q(x|y), parame-
terized by the observed data y. Suppose that � = '(⌘,y),
where the function ' is parameterized by a set of upper-level
parameters ⌘. We would like a choice of ⌘ which performs
well across all datasets y. We can frame this as minimizing
the expected value of Eq. (10) under p(y), suggesting an
objective function J (⌘) defined as

J (⌘) =

Z
D

KL

(⇡||q
�

)p(y)dy

=

Z
p(y)

Z
p(x|y) log


p(x|y)

q(x|'(⌘,y))

�
dxdy

= E
p(x,y) [� log q(x|'(⌘,y))] + const (11)

which has a gradient

r
⌘

J (⌘) = E
p(x,y) [�r

⌘

log q(x|'(⌘,y))] . (12)

Notice that these expectations in Equations (11) and (12)
are with respect to the tractable joint distribution p(x,y).
We can thus fit ⌘ by stochastic gradient descent, estimating
the expectation of the gradient r

⌘

J (⌘) by sampling syn-
thetic full-data training examples {x,y} from the original
model. This procedure can be performed entirely offline —
we require only to be able to sample from the joint distribu-
tion p(x,y) to generate candidate data points (effectively
providing infinite training data). In any directed graphical
model this can be achieved by ancestral sampling, where
in addition to sampling x we sample values of the as-yet
unobserved variables y. Furthermore, we do not need need
to be able to compute gradients of our model p(x,y) it-
self — we only need the gradients of our recognition model
q(x|'(⌘,y)), allowing use of any differentiable representa-
tion for q. We choose the parametric family q(x|�) and the
transformation ' such that this inner gradient in Eq. (12)
can be computed easily.

We can now use the conditional independence structure in
our inverse model p̃(x,y) to break down q(x|�), an approx-
imation of p̃(x|y), into a product of smaller conditional
densities each approximating p̃(x

i

|fPA(x
i

)). The full pro-
posal density q(x|'(⌘,y)) can be decomposed as

q(x|'(⌘,y)) =
NY

i=1

q

i

(x

i

|'
i

(⌘

i

,

fPA(x
i

))) (13)

with the gradient similarly decomposing as

r
⌘iJ (⌘) = E

p(x,y)

⇥
�r

⌘i log qi(xi

|'
i

(⌘

i

,

fPA(x
i

)))

⇤
.

Each of these expectations requires only samples of the
random variables in {x

i

}[fPA(x
i

), reducing the dimension-
ality of the joint optimization problem. This factorization of
q(x|'(⌘,y)) does not practically reduce the expressivity of
the approximating family, as all conditional dependencies
in the true posterior are preserved.

3.3. Joint conditional neural density estimation

We particularly wish to construct the inverse factorization
p̃(x|y) (and our proposal model q(·)) in such a way that we
deal naturally with the presence of head-to-head nodes, in
which one random variable may have a very large parent set.
This situation is common in machine learning models: it is
quite common to have generative models which factorize in
the joint distribution, but have complex dependencies in the
posterior; see for example the model in Figure 1.

We thus choose to treat all such situations in our inverse fac-
torization — where a sequence of variables x0 ✓ x are fully
dependent on one another after conditioning on a shared
set of parent nodes fPA(x0

) — as a single joint conditional
density which we will approximate with an autoregressive
density model. We extend MADE (Germain et al., 2015) to
function as a conditional density estimator by allowing it to
take fPA(x0

) as additional inputs, and constructing the masks
such that these additional inputs are propagated through all
hidden layers to all outputs, even for the very first dimension.
As in MADE this can be achieved by labeling the hidden
units with integers denoting which input dimensions they
are allowed to accept. In contrast to the original MADE, we
label hidden units with numbers from 0, . . . , N � 1, where
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Figure 1. A non-conjugate regression model, as (left) a Bayes net representing a generative model for the data {tn}; (middle) with

dependency structure inverted, as a generative model for the latent variables w0, w1, w2; (right) showing the explicit neural network

structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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showing the two distinct joint neural conditional density estimators. Note in particular the inverse model still partially factorizes across

the latent variables. The learned factor '✓n is replicated N times in the inverse model, allowing re-use of weights, simplifying training.
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structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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structure of the learned approximation to the inverse conditional distribution p̃(w0:2|z1:N , t1:N ). New datasets {zn, tn}Nn=1 can be input

directly into the joint density estimator 'w to estimate the posterior. Note that the ordering of the latent variables w0:2 used in this

example is chosen arbitrarily; any permutation of the latent variables would not change the overall structure of the inverse model.
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Efficiency of Structured Proposals

Log marginal estimates for pump failure data analyzed in George et al. (1993)



Inverting HMMs

Factorial HMM
(partial figure)

Inverting the 
factorial HMM

For models which are actually sequential, then this 
learns approximations to the optimal filtering proposal 



Optimal Filtering

Factorial HMM
(partial figure)

Inverting the 
factorial HMM

For models which are actually sequential, then this 
learns approximations to the optimal filtering proposal 

reusable 
approximation



Factorial HMM
Inference Networks for Sequential Monte Carlo in Graphical Models

Figure 5. Convergence of marginal likelihood estimate as a func-
tion of number of particles, for likelihood-weighted importance
sampling, neural network importance sampling, and a divide-and-
conquer sequential Monte Carlo algorithm with neural network
proposals. The SMC algorithm can achieve reasonable estimates
of the normalizing constant with as few as 5 samples. Plot shows
mean of 10 runs; error bars show two standard deviations.

4.3. Factorial hidden Markov model

Proposals can also be learned to approximate the optimal fil-
tering distribution in models for sequential data; we demon-
strate here on a factorial hidden Markov model (Ghahramani
and Jordan, 1997), where each time step has a combinatorial
latent space. The additive model we consider is inspired by
the model studied in Kolter and Jaakkola (2012) for disag-
gregation of household energy usage; effective inference in
this model is a subject of continued research. Some number
of devices D are either in an active state, in which case each
device i consumes µi units of energy, or it is off, in which
case it consumes no energy. At each time step we receive a
noisy observation of the total amount of energy consumed,
summed across all devices. This model, whose graphical
model structure is shown in Figure 3, can be represented as

x

i

t

|xi

t�1 ⇠ Bernoulli(✓

i

[x

i

t�1])

y

t

|x1
t

, . . . , x
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2
�
,

where ✓

i represents the prior probability of devices switch-
ing on or off at each time increment. We design a syn-
thetic example with D = 20, meaning each time step has
2

2
0 ⇡ 100, 000 possible discrete states; the parameters µd

are spread out from 30 to 500, with � = 10. Each individual
device has an initial probability 0.1 of being activated at
t = 1, switching state at subsequent t with probability 0.05.

As different combinations of devices can yield identical to-
tal energy usage it is impossible to disambiguate between
different combinations of active devices from a single ob-
servation, meaning any successful inference algorithm must
attempt to mix across many disconnected modes over time
to preserve the multiple possible explanations. Synthetic
data and example output of inference is shown in the supple-
mental material. The effect of the learned proposals on the
overall number of surviving particles is shown in Figure 6.
Our proposal model uses D Bernoulli outputs in a 4-layer
network, with 300 units per hidden layer; it takes as input

Figure 6. Learned proposals reduce particle degeneracy in the fac-
torial HMM. Here we show the number of unique ancestries which
survive over the course of 30 time steps, running 100 particles.
Proposing from the transition dynamics nearly immediately degen-
erates to a single possible solution; the learned proposals increase
the effective sample size at each stage and reduce the need for
resampling. Plot shows mean and standard deviation over 10 runs.

the D latent states at the previous time t � 1, as well as
the current observation y

t

. A separate network is used for
predicting the initial state x

i

1 given only the initial input y1.

5. Discussion

We present this work primarily as a manner by which we
compile away application-time inference costs when per-
forming SMC, and automating the manual task of designing
proposal densities. However, in some situations direct sam-
pling from the model may provide a satisfactory approxi-
mation even eschewing importance weighting steps; in such
cases our approach can be viewed as a graphical-model-
regularized algorithm for designing and training neural net-
works with interpretable structural representations. Rather
than learning from data, the emulator model is chosen to ap-
proximate the specified generative model, akin to the “sleep”
cycle of the wake-sleep algorithm (Hinton et al., 1995).

In contrast to variational autoencoders (Kingma and Welling,
2014), where one simultaneously learns parameters for both
the inference network and generative model from data, we
assume a known generative model with fixed parameters
and structured, interpretable latent variables. This provides
robustness to bias arising from training data which comes
from an unrepresentative sample, and also allows us to apply
our method in situations where a sufficiently large supply of
exemplar data is unavailable. However, it does require plac-
ing trust in the generative model: in particular, it requires a
generative model which could plausibly create the data we
will later collect and condition on.

Beyond these differences, our choice of D

KL

(⇡||q), the
same minimized by EP, leads to approximations more ap-
propriate for SMC refinement than a variational Bayes ob-
jective function; see e.g. Minka (2005) for a discussion of
“zero-forcing” behavior, and e.g. Cappé et al. (2008) for
a discussion of pathological cases in learned importance
sampling distributions.

Inference Networks for Sequential Monte Carlo in Graphical Models

A. Supplemental Material

A.1. Factorial hidden Markov model

An example inference result from the factorial hidden
Markov model is shown in Figure 7. The algorithm success-
fully recovers differing interpretations for the same recorded
energy usage data.

Figure 7. Scenario analysis for a synthetic additive factorial HMM
example, from a single SMC sweep with 500 particles. In all
plots, the horizontal axis denotes time in the state space. The
top plot shows the reconstructed signal y1:T , with two standard
deviations around the mean shown as a light-green band, and three
individual scenarios called out as individual lines. These scenarios
are shown in detail in the separate plots below: each row represents
the energy usage of a particular device, with darker colors showing
higher mean energy usage; white indicates the device is off. The
green lines in the top plot are recovered by summing vertically
across the rows of each individual scenario. The very different
recovered device activities x1:D

1:T yield output signals y1:T which
are indistinguishable up to noise.

A.2. Training the neural network

The training procedure for each epoch, using synthetic train-
ing and validation data, proceeds as follows:

1. Sample a synthetic dataset {x
`

,y

`

}Ntrain
`=1 and a vali-

dation set {x
`

,y

`

}Nvalidate
`=1

2. Compute initial validation error, and loop:

(a) Perform a mini-batch gradient update on ⌘, from
the synthetic dataset

(b) Compute a new validation error on the sampled
validation set

(c) Continue until validation error increases, or until
a set maximum number of steps is reached.

Example: energy usage  
disaggregation. 
 
Combinatorial space:  
2^20 or about 100k possible  
states at each timestep  
 
Many diverse plausible  
interpretations  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Compile Inference for all BUGS Programs?

• Model class 
• Finite graphical models  

• Language restrictions 
• Bounded loops 
• No branching 

167

Wood Group

Algorithm 1 Gaussian unknown mean model in BUGS
model {

x ~ dnorm(a, 1/b)

for (i in 1:N) {

y[i] ~ dnorm(x, 1/c)

}

}

Algorithm 2 Gaussian unknown mean query in Anglican (Eqv. to BUGS model in Alg. 1)

(defquery unknown-mean

[ys a b c]

(let [x (sample (normal a (sqrt b)))

likelihood (normal x (sqrt c))]

(map (fn [y] (observe likelihood y)) ys)

(predict :x x)))

looks a lot like some kind of weird program. In fact, it is, particularly if you think about it
generatively. In fact, Algorithm 1 shows this model written in BUGS language (Plummer,
2003). In this program the variables N, a, b, c, and {yi}N

i=1

are assumed to have been defined
and bound to values before the model is “executed.”

As an aside note that the same model can be expressed in the family of more expressive
languages including. As an example consider the same model written in Anglican, Alg. ??.

but these both are just declarative denotations of something. In both cases, the BUGS
model and the Anglican query denote a conditional distribution, in this case of x conditioned
on the model structure and the value of observations y

1

and y
2

. As an aside, note that if we
wanted to do prediction we could simply specify another y

3

that is conditionally dependent
in the same way on x but not observed.

How we choose to run the program, i.e. to compute the denoted conditional distribution
is a big part of probabilistic programming. Options include source code analysis and pro-
gram transformations, interpretation to a dependency graph then running ‘stock’ samplers
on the same, or treating the program as exactly that at running it, often multiple times, in
such a way so as to arrive at a converging sequence of program runs (again, more on that
later).

We’ll touch very briefly on the former, however, in this paper we’ll largely punt on
it and point out that doing program transformations that, essentially, analytically derive
conditional distributions foremost requires not only an established, formal, and correct
language semantics but also the skills of a programming languages expert. And while doing
this is seems extremely attractive and is intellectually challenging in the extreme, we in
the machine learning community already understand that there are relatively few models in
which such total transformations are possible so we’ll graciously leave this to the discussion
in this paper and let the programming languages community develop and report on these
tools. When they do this will truly automate big parts of everyday statistical inference

8

A Tutorial on Probabilistic Programming

by recognizing that certain programs correspond to closed-form integrals. Note that there
can be transformations of complex models to graphical models in which computationally
e�cient inference can be performed, but we digress. More on this later.

FIXME – Write an example of the program transformation of a the BUGS program by
moving lines up...

For now, let’s examine how one might write an interpreter from a simple language like
BUGS to an actual graphical representation of the model denotation, and, further, how one
might implement a “generic” inference engine for computing the conditional distribution
specified by the model.

To start, every variable name to the left of a ⇠ denotes a random variable – and to
the right a distribution. There is another operator  which instantiates another variable
(again on the left) that is a deterministic function of values to its right.

Interpreting this kind of model then involves running a program to, in this case, build
a graphical model (for this model, Fig. 1). Note that in this quite simple example we don’t
have any deterministic variables, but, even in the general setting, these don’t cause trouble
in figuring out a way to interpret the program, just, potentially, how well the conditional
distribution denoted by the program can be characterized.

a b

c
x

y1y2

Figure 1: Graphical model for Gaussian unknown mean model

Now, given such a graphical structure, one can examine it and pattern match to, for
instance, per-vertex Gibbs operators for use in a global Gibbs sampling algorithm. As
this and programs allowed by the BUGS modeling language, describe directed graphical
models (and, in the case of many BUGS/JAGS packages will cause a compilation error
if you attempt to define a model with cycles) then you can compute the Markov blanket
for each node and attempt to pattern match it to an “e�cient” Gibbs operator for such
a node. In this case we might identify the Markov blanket of x as being all the variables
in the model and then, given the type of the variable (available, syntactically, from the
name of the of the random procedure, here dnorm). If each random procedure includes type
information in the form of its domain, a function that evaluates the density or distribution
of it’s output given its arguments, and, perhaps, whether or not it can form a conjugate
relationship with any other distributions, then, pattern matching on the graph can be used
to select amongst a bank of univariate (or, rather, single random variable – which might
not be univariate) samplers that apply to that particular pattern, and, in the case of Gibbs
kernels that require evaluating the probability of the variable at the node (like, for instance,

9

Spiegelhalter et al. "BUGS: Bayesian inference using Gibbs sampling, Version 0.50." Cambridge 1995.



(defquery captcha 
 [image num-chars tol]
 (let [[w h] (size image)
       ;; sample random characters
       num-chars (sample 
                  (poisson num-chars))
       chars (repeatedly 
               num-chars sample-char)]
  ;; compare rendering to true image
  (map (fn [y z] 
         (observe (normal z tol) y)) 
       (reduce-dim image)
       (reduce-dim (render chars w h)))
  ;; predict captcha text
  {:text
   (map :symbol (sort-by :x chars))}))

Posterior Samples

e.g. Compile Anglican?
Generative ModelObservation

y
x

text captcha image
Mansinghka,, Kulkarni, Perov, and Tenenbaum  

“Approximate Bayesian image interpretation using generative probabilistic graphics programs." NIPS (2013).



More Expressive Languages?

y
x

program source code program output

scene description image

physics experiment output

policy and world rewards

engineering simulator sensor reading

p(x|y) = p(y|x)p(x)
p(y)

A TUTORIAL ON PROBABILISTIC PROGRAMMING

a b

c
x

y1y2

Figure 1: Graphical model for Gaussian unknown mean model

x

y

Figure 2: General graphical model

error if you attempt to define a model with cycles) then you can compute the Markov
blanket for each node and attempt to pattern match it to an “efficient” Gibbs operator
for such a node. In this case we might identify the Markov blanket of x as being all the
variables in the model and then, given the type of the variable (available, syntactically,
from the name of the of the random procedure, here dnorm). If each random proce-
dure includes type information in the form of its domain, a function that evaluates the
density or distribution of it’s output given its arguments, and, perhaps, whether or not
it can form a conjugate relationship with any other distributions, then, pattern matching
on the graph can be used to select amongst a bank of univariate (or, rather, single
random variable – which might not be univariate) samplers that apply to that particular
pattern, and, in the case of Gibbs kernels that require evaluating the probability of the
variable at the node (like, for instance, an enumerative local kernel for a discrete node),
compute the probability of a new value for the random variable at that node.

In this case p(x; a, b) is univariate normal so we know that x 2 R and, additionally,
if a and b are fixed and y1 and y2 are either normally distributed with mean x (as they
are in this example) or normally distributed with means given by affine functions of x
(which can be detected by a pattern like y[i] ~ dnorm(d*x+e,c) which again isn’t
hard to detect, particularly as this particular program is equivalent and could trivially be
rewritten to

f <- d*x+e

y[i] ~ dnorm(f,c)

23



Problem

0

1

1-pp

1-pp

2

1-pp

1
Model-based Reasoning

Language 1.1: Geometric
( defquery geometric [p]

(let [dist (flip p)

proc (fn proc [n]

(if ( sample dist)

n

(proc (+ n 1))))]

(proc 0)))

Language 1.2: Beta-Bernoulli
(let [x ( sample (beta 1.0 1.0))

d ( bernoulli x)]

( observe d 1)

x)

Language 1.3: Linear-Regression
(defn observe-data [_ data slope bias]

(let [xn ( first data)

yn ( second data)

zn (+ (* slope xn) bias )]

( observe ( normal zn 1.0) yn)

3

non-invertable graphical model



Inference Compilation for Higher 
Order Probabilistic Programs 



Inference Compilation

Compilation

Probabilistic program
p0!;y)

Inference

Training data
!!!!); y!!)g

Test data
y

Posterior
p0! j y)

Training #

Expensive / slow Cheap / fast

SIS
NN architecture

Compilation artifact

q0! j y;#)

DKL 0p0! j y) jj
q0! j y;#))

Input: an inference problem denoted in a probabilistic 
programming language (PPL) 

Output: a trained inference network (“compilation artifact”) 

Le TA, Baydin AG, Wood F. Inference Compilation and Universal Probabilistic Programming. arXiv preprint arXiv:1610.09900. 2016. 



Probabilistic programming

p(x,y) :=
TY

t=1

fat (xt|x1:t�1)
NY

n=1

gn(yn|x1:⌧(n))

(xt, at, it)
T
t=1

sample value sample address sample instance trace length

nth observation

fixed observations

samples before nth observation

conditional priors likelihoods

sample value
samples before xt

Joint probability density

Execution trace of a probabilistic program



Compilation: Same Objective function

L(�) = Ep(y) [KL(p(x|y)||q(x|y;�))]

=

Z

y

p(y)

Z

x

p(x|y) log p(x|y)
q(x|y;�) dx dy

= �Ep(x,y) [log q(x|y;�)] + const.



Neural Network Architecture

LSTM . . .

xt!1

at

it

type*at)

one-hot

one-hot

one-hot

fobs

f smp
a!!!#i!!!

fprop
a!#i!

%t %t(1 %t(2

ht ht(1 ht(2

�t �t(1 �t(2

observe

s'mple

• A non-program-specific 
stacked LSTM core 

• Proposal layers, 
observation and sample 
embeddings specified by 
the program

Hochreiter S, Schmidhuber J. Long short-term memory. Neural computation. 1997 Nov 15;9(8):1735-80. 
Reed S, de Freitas N. Neural programmer-interpreters. arXiv preprint arXiv:1511.06279. 2015 Nov 19.



Polymorphing

• Compilation: New layers are 
created and attached on-the-
fly on first encounter with 
address–instance pairs 

• Inference: The network is 
configured on-the-fly as the 
PPL execution trace unravels



Compilation: Training data

We generate minibatches of program traces

Dtrain =

⇢⇣
x

(m)
t , a

(m)
t , i

(m)
t

⌘T (m)

t=1
,

⇣
y

(m)
n

⌘N

n=1

�M

m=1

from the model p(x,y).

Trained using stochastic gradient descent with Adam.



Implementation

• Anglican* (or CPProb) + PyTorch + ZeroMQ 
• Compilation and inference on GPUs 
• Models and artifacts can live on separate machines and distributed 
• Code & tutorials on GitHub soon

* http://www.robots.ox.ac.uk/~fwood/anglican/

http://www.robots.ox.ac.uk/~fwood/anglican/


Examples

• Rich, structured models 

• Open-universe Gaussian Mixture Model 

• Inverse graphics, e.g., Captcha generative 
model 

• Physics and engineering simulations (to come)



Gaussian Mixture Model



GMM Inference

Top: SMC 
Bottom: CSIS

Kernel density estimation of the distribution over maximum a-posteriori

values of the means {maxµk p(µk|y)}3k=1 over 50 independent runs

    Particles:      1                                 10                                 100                               1000                            10000



VOC Simultaneous Object Counting and Localization



Object Counting and Localization



Captcha generative model



Captcha Breaking Results
TABLE I

SYNTHETIC CAPTCHA BREAKING RESULTS. RR: RECOGNITION RATE, BT: BREAKING TIME.

Type Baidu (2011) Baidu (2013) eBay Yahoo reCaptcha Wikipedia Facebook

Our method RR 99.8% 99.9% 99.2% 98.4% 96.4% 93.6% 91.0%
BT 72 ms 67 ms 122 ms 106 ms 78 ms 90 ms 90 ms

Bursztein et al. [15] RR 38.68% 55.22% 51.39% 5.33% 22.67% 28.29%
BT 3.94 s 1.9 s 2.31 s 7.95 s 4.59 s

Starostenko et al. [16] RR 91.5% 54.6%
BT < 0.5 s

Gao et al. [17] RR 34% 55% 34%

Gao et al. [18] RR 51% 36%
BT 7.58 s 14.72 s

Goodfellow et al. [6] RR 99.8%

Stark et al. [8] RR 90%

C. Loss

By design, the softmax outputs determine the parameters for
the discrete probability distributions of the Captcha generator
parameters. The loss we minimize during training is the
negative sum of the log of the softmax outputs

L(✓) = 1

N

NX

n=1

"
�

TX

t=1

log

⇣
[⌘

✓,t

(y

(n)
)]

x

(n)
t

⌘#
, (3)

where we use the notation [z]

i

to denote the ith element of
z. This is a standard loss used in training neural networks
for classification. The connection with Bayesian modeling in
which we interpret softmax outputs as probabilities of discrete
random variables in a joint importance sampling proposal
distribution is explored in more detail in Section IV-B.

III. EXPERIMENTS

We wrote synthetic data generative models for seven dif-
ferent Captcha styles, covering the types frequently found in
the Captcha breaking literature [16, 15, 18, 17]. For each
of these, we trained a neural architecture consisting of (1)
a CNN with six convolutions (3⇥3, with successively 64,
64, 64, 128, 128, 128 filters), max-pooling (2⇥2, step size
2) after the second, fifth, and sixth convolutions, and two
final fully-connected layers of 1024 units; (2) a stack of two
LSTMs of 512 hidden units each; and (3) fully-connected
layers of appropriate dimension mapping the LSTM output to
the corresponding softmax dimension of each latent variable.
ReLU activations were used after the convolutions and the
fully-connected layers overall.

We empirically verified that supplying the image embedding
CNN(y) to the LSTM at every time step makes the training
progress faster in our setup where we train the CNN from
scratch together with the rest of the components, compared

with the alternative of using CNN(y) only once and pretraining
CNN weights on an image recognition database as in Vinyals
et al. [21] and Karpathy and Fei-Fei [22].

The networks were implemented in Torch [25] and trained
with Adam [26] optimization, with initial learning rate ↵ =

0.0001, hyperparameters �1 = 0.9, �2 = 0.999, using mini-
batches of size 128. The generative models were implemented
in the Anglican probabilistic programming language [27]. A
ZeroMQ-based interface was developed to couple Torch with
Anglican.1

A. Initial results

As can be seen in Table I, this architecture, and our method
for training it using synthetic data, outperforms nearly all
state-of-the-art Captcha breakers in terms of both accuracy
and recognition times with the exception of Goodfellow et al.
[6], which used data drawn from the true reCaptcha generator.
The row labeled “our method” shows breaking results and
speeds for our neural network trained using synthetic data to
decode unlabeled Captchas from the same Captcha generator.
The Goodfellow et al. [6] and Stark et al. [8] rows show the
most directly comparable results, namely, using deep neural
networks to break unlabeled Captchas training on synthetic
data. The additional rows show breaking results for more
traditional segment-and-classify computer vision image pro-
cessing pipelines. These, in contrast to the others, do not have
access to the true Captcha generator but instead report test
results on real-world Captchas gathered in the wild. If robust,
> 90% accuracies would seem to confirm that Captcha, from
a computer security perspective [28, 29], is indeed broken.

While the capabilities of deep neural networks are impres-
sive, it should be noted that these kinds of results, on occasion,
can be somewhat misleading [13]. In particular, one should

1The full source code of our setup will be released in a public repository
by the camera-ready deadline.

Le, Baydin, Zinkov & Wood. Using Synthetic Data to Train Neural Networks is Model-Based Reasoning IJCNN 2017.

$40M raise



Posterior uncertainty

Posterior uncertainty over Captcha text given real Captcha 
images

Facebook

Wikipedia



Discussion 



Thank you

Tuan Anh Le Atılım Güneş Baydin Brooks Paige



I’m Hiring

• Postdocs 

• Developers 

• DPhil students  

• 3 yr. PhD, no coursework, Oxford brand
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Additional Topics 



Symbolic Inference via Program Transformations

• Automated program transformations that simplify or 
eliminate inference (moving observes up and out)

A TUTORIAL ON PROBABILISTIC PROGRAMMING

why not a new page

(defquery beta-bernoulli [observation]

(let [dist (beta 1 1)

theta (sample dist)

like (flip theta)]

(observe like observation)

(predict :theta theta)))

(defquery beta-bernoulli [observation]

(let [dist (beta

(if observation 2 1)

(if observation 1 2))

theta (sample dist)]

(predict :theta theta)))
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(let [dist (beta 1 1)

theta (sample dist)

like (flip theta)]

(observe like observation)

(predict :theta theta)))

(defquery beta-bernoulli [observation]

(let [dist (beta

(if observation 2 1)

(if observation 1 2))

theta (sample dist)]

(predict :theta theta)))

61

Carette and Shan. “Simplifying Probabilistic Programs Using Computer Algebra⋆.” T.R. 719, Indiana University (2015) 
Yang - Keynote Lecture, APLAS (2015)

“Automatic Rao-Blackwellization”



Exact Inference via Compilation

variable elimination to compute

A TUTORIAL ON PROBABILISTIC PROGRAMMING

z and what is in ⌧ is a fluid engineering choice, although we most often think of be-
ing generative all the way down meaning that ⌧ consists of constants and the model
structural denotation only.

Let z be a random variable that takes values from Z . Ultimately we are going to be
interested in answering questions Q(·) via an integration of the following form

E[Q(z)] =

Z
Q(z)p(z|⌧)�

z

0=y

(z)dz

where z

0 ⇢ z is a subset of z whose values are known and take values y. The function
�
z

0=y

(z) is the Dirac distribution with positive mass only where a subset z

0 ⇢ z of the
dimensions of Z take given values y. We will intentionally override notation and use
y to simultaneously denote the z

0 ⇢ z that are “observed” and the values they take.
Note that Q(z) is the question, which for instance could be “What’s the probability that
x17 < 4?” ! Q(z) = I(x17 < 4), etc.

If we also abuse notation and define x to be the subset of random variables z

whose values aren’t fixed, i.e. x = {z\y} then we can simplify and denote Eqn. 1 more
conventionally

E[Q(z)] =

Z
Q(z)p(x|y, ⌧)dx. (2)

E[Q(x,y)] =

Z
Q(x,y)p(x|y)dx. (3)

E[Q(x)] =

Z
Q(x)p(x|y)dx. (4)

Q(x) = I((rigfell? x) = true) (5)

Q(x) = I((eq? x ‘V4XBG’) = true) (6)

The issue, as always, is that the posterior distribution p(x|y, ⌧) is difficult to char-
acterize in general. To see this (and dropping ⌧ for notation convenience because it
appears in every term) note that the denominator, called the “evidence,” in

p(x|y) = p(x,y)

p(y)
=

p(x,y)R
p(x,y)dx

p(x|y) = p(x,y)

p(y)
=

p(x,y)R
p(x,y)dx

=

p(y|x)p(x)R
p(y|x)p(x)dx

p(x|y) = p(x,y)

p(y)
=

p(x,y)R
p(x,y)dx

is analytic only in special cases and otherwise is usually computationally intractable
(i.e. requires exponential time to compute). We will use the shorthand �(x) = p(x,y)
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exactly

(defquery simple []
  (def y (sample (flip 0.5)))
  (def z (if y (dirac 0) (dirac 1)))
  (observe z 0)
  y)
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Overview

We wish to do exact inference on Anglican [5] models such as
Program 1, which contains only discrete random variables and
has a finite unrolled control flow graph.
(defquery simple []
(def y (sample (flip 0.5)))
(def z (if y (dirac 0) (dirac 1)))
(observe z 0)
(predict y))

Prog. 1: A simple program amenable to exact inference

Our method intelligently explores program execution traces in
order to construct the equivalent graphical model shown in Fig-
ure 1, which we then use to do exact inference via variable elim-
ination [6].

x1 ⇠ �0.5

x2 ⇠ �Jflip x1K

x3 ⇠ P

x2

x4 ⇠ �0

x5 ⇠ �Jdirac x4K

x6 ⇠ �1

x7 ⇠ �Jdirac x6K

x8 ⇠ �

if(x3,x5,x7) x9 ⇠ �0

x10 ⇠ �J= x8 x9K

Fig. 1: Graphical model equivalent to Program 1, where the gray node x10 is observed as
having value true, and the blue node x3 is our desired posterior

Figure 1 introduces some notation that will be used later:

• �

w

denotes a Dirac distribution centered on w

• JMK denotes the result of (deterministically) evaluating M ac-
cording to Clojure semantics

• P

x

denotes the distribution corresponding to the Anglican
distribution object x

Approach

We implement an evaluator for Anglican code that explores
possible program execution traces while keeping track of a de-
pendency graph between intermediate values. To ensure the
graphical model we produce is discrete and finite, we terminate
in error if we discover a continuous random variable or if our
graph exceeds a certain threshold size; we may fall back to us-
ing an approximate inference method in this case instead. Oth-
erwise, our evaluator will produce a discrete graphical model
that is amenable to inference via variable elimination; our im-
plementation makes use of the Figaro [2] system to perform this
final step.

Evaluator semantics

We now describe the semantics of our evaluator, which aims to
convert Anglican code into an equivalent graphical model. We
denote the state of execution by

⌃ = h⌘, ↵, �,  , ', !, ⇡i ,

where:

• ⌘ is the current environment

• ↵ is the address of the currently active frame in ⌘

• � is a directed graph

•  maps nodes to an overapproximation of their supports

• ' maps nodes to their conditional distributions

• ! is a set of nodes observed has having value true

• ⇡ is the node we wish to predict

When we encounter observe and predict statements, we up-
date ! and ⇡ in the obvious way. Big-step semantics for the
most important remaining Anglican expressions below are pro-
vided below. Note that at each step the components of ⌃ do not
change unless otherwise stated.

Constants and lambdas

For L any literal number, boolean, etc.

hL, ⌃0i + hxnew, ⌃1i
,

where
 1 =  0 [xnew 7! {w}] ,

and w = L, and �1 and '1 are as shown in figure Figure 2. A
similar rule applies for L a lambda expression, except that xnew
is Dirac on the closure w = [L, ↵0].

�0

xnew ⇠ �

w

Fig. 2: �1 and '1

Samples

We evaluate sample statements via:
hM, ⌃0i + hx1, ⌃1i

hsample M, ⌃0i + hxnew, ⌃2i
where �2 and '2 are as shown in Figure 3, and

 2 =  1

2

4
xnew 7!

[

�2 1(x1)
S (�)

3

5
,

where S (�) gives the support of the distribution correspond-
ing to the Anglican distribution object �.

�1

. . .

x1

xnew ⇠ P

x1

Fig. 3: �2 and '2

Primitive applications

For f any first-order operator:
hN

i

, ⌃
i�1i + hx

i

, ⌃
i

i , 1  i  k

hf N1 · · · N
k

, ⌃0i + hxnew, ⌃
k+1i

,

where �
k+1 and '

k+1 are as shown in Figure 4, and

 

k+1 =  

k

2

4
xnew 7! f

0

@
Y

1ik

 

k

(x
i

)

1

A

3

5
. (1)

�

k

. . .

x1 . . .

. . .

x

k

xnew ⇠ �Jf x1 · · · x

k

K

Fig. 4: �
k+1 and '

k+1

Compound applications

We evaluate compound applications via:
hM, ⌃0i + hx1, ⌃1i

hN
i

, ⌃
i

i + hx
i+1, ⌃i+1i , 1  i  k

 1(x1) =
�⇥
fn [y1 · · · y

k

] P
i

, ↵

⇤
i

⇤ �� 1  i  `

 
⌦
P
i

, ⌃
k+i

↵
+ hx

k+i+1, ⌃k+i+1i , 1  i  `

hM N1 · · · N
k

, ⌃0i + hxnew, ⌃
k+`+2i

,

where for each 1  i  `,

↵

k+i = ↵new
⌘

k+i(↵new) = ⌘

k+i(↵
⇤
i

) [y1 7! x2, . . . , y
k

7! x

k+1] .

Here �
k+`+2 and '

k+`+2 are as shown in Figure 5, and

↵

k+`+2 = ↵0

 

k+`+2 =  

k+`+1

2

4
xnew 7!

k+`+1[

i=k+2

 

i

(x
i

)

3

5
.

�

k+`+1

. . .

x1

. . .

x

k+2 . . .

. . .

x

k+`+1

xnew ⇠ �proj
x1
(x

k+2,...,xk+`+1)

Fig. 5: �
k+`+2 and '

k+`+2; here proj
x1
(x

k+2, . . . , xk+`+1) projects onto the argument x
i

such
that x1 = [fn [y1, . . . , yn] P

i

, ↵

⇤
i

]

If statements

In order to avoid deterministic recursion (such as in Program 3),
we use multiple rules to evaluate if statements according to
the support of its predicate. In particular, we use

hP, ⌃0i + hx1, ⌃1i false /2  1(x1)
hM, ⌃1i + hx2, ⌃2i

hif P M N, ⌃0i + hx2, ⌃2i

and the symmetric rule for when true /2  1(x1); and, for the
general case,

hP, ⌃0i + hx1, ⌃1i true, false 2  1(x1)
hM, ⌃1i + hx2, ⌃2i hN, ⌃2i + hx3, ⌃3i

hif P M N, ⌃0i + hxnew, ⌃4i
,

where we in e�ect now consider the if to be a primitive appli-
cation and obtain �4, '4, and  4 as in (1) and Figure 4 above.

Bayes Net

We consider the simple Bayes net in Program 2, for which our
method correctly returns

P (is-raining = true) = 0.3

P (is-raining = false) = 0.7.

We compare our runtime performance with approximate in-
ference via SMC in Figure 6.
(defquery bayes-net [sprinkler wet-grass]
(let [is-cloudy (sample (flip 0.5))

is-raining (if (= is-cloudy true)
(sample (flip 0.8))
(sample (flip 0.2)))

sprinkler-dist (if (= is-cloudy true)
(flip 0.1)
(flip 0.5))

wet-grass-dist (cond
(and (= sprinkler true) (= is-raining true))
(flip 0.99)

(and (= sprinkler false) (= is-raining false))
(flip 0.0)

:else
(flip 0.9))]

(observe sprinkler-dist sprinkler)
(predict is-raining)))

Prog. 2: A simple Bayes Net

Fig. 6: Comparison with SMC using 100 particles

Schelling Coordination Game

Program 3 contains an Anglican version of the Schelling co-
ordination game implementation from [4]. When run with
depth = 4, we correctly return

P ((bob depth) = :good-bar) = 0.97465

P ((bob depth) = :bad-bar) = 0.02535.

We compare our runtime performance with approximate in-
ference via SMC in Figure 7.
(defquery schelling-coordination-game [depth]
(def location-dist (categorical {:good-bar 0.6

:bad-bar 0.4}))

(def alice (fn [depth]
(let [alice-location (sample location-dist)]
(observe (dirac alice-location)

(bob (dec depth)))
alice-location)))

(def bob (fn [depth]
(let [bob-location (sample location-dist)]
(if (> depth 0)
(observe (dirac bob-location) (alice depth)))

bob-location)))

(predict (bob depth)))

Prog. 3: Schelling Coordination Game

Fig. 7: Comparison with SMC using 100 particles for depth = 4
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y
x

event & detector simulators ATLAS detector output

S U B - AT O M I C  S C A L E

30

pencil & paper calculable from first principles 
p(z₁ | θ)

controlled approximation of first principles 
p(z2 | z1, ν₁)

S U B - AT O M I C  S C A L E

30

pencil & paper calculable from first principles 
p(z₁ | θ)

H ! ZZ ! 4l

D E T E C T O R  S I M U L AT I O N

•Conceptually: Prob(detector response | particles ) 

•Implementation: Monte Carlo integration over micro-physics 

•Consequence: evaluation of the likelihood is intractable 

34

e.g. 
Sherpa

e.g. 
Geant
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Anglican Resources
• General 

• http://www.robots.ox.ac.uk/~fwood/anglican/ 

• Learning probabilistic programming and Anglican 

• git@bitbucket.org:probprog/ppaml-summer-school-2016.git 

• Writing applications 

• https://bitbucket.org/probprog/anglican-user 

• The core / looking at inference algorithms 

• https://bitbucket.org/probprog/anglican 

• Trying it out (5 min. install) 

• https://bitbucket.org/probprog/anglican-examples

http://www.robots.ox.ac.uk/~fwood/anglican/
https://bitbucket.org/probprog/anglican-user
https://bitbucket.org/probprog/anglican
https://bitbucket.org/probprog/anglican-examples


Go-To Resources
• Writing your own probabilistic programming language 

• http://dippl.org 

• Model example repository  

• http://forestdb.org/ 

• Easiest places to start (browser-based) 

• http://webppl.org/ 

• https://probmods.org/ 

• Place to find all the literature in one place 

• http://probabilistic-programming.org/wiki/Home 

• Place to go for the advanced ideas in prob. prog. 

• http://probcomp.csail.mit.edu/venture/

http://dippl.org
http://forestdb.org/
http://webppl.org/
https://probmods.org/
http://probabilistic-programming.org/wiki/Home
http://probcomp.csail.mit.edu/venture/


Optimization 



Combined Inference and Optimization

(Type II) Maximum Likelihood

Marginal MAP estimation

Risk minimization

e.g. hyperparameter optimization, policy search, EM

e.g. engineering design, decision making, financial modelling

e.g. parameter estimation, experimental design, captcha example

✓⇤ = argmin✓

Z
p(Y,X|✓)dX

✓⇤ = argmax✓

Z
p(Y,X|✓)dX

✓⇤ = argmax✓

Z
p(Y,X, ✓)dX



Bayesian Optimization for Probabilistic Programs

• BOPP adds optimization to the probabilistic 
programming framework 

• Optimizes the evidence of a program with 
respect to an arbitrary subset of its variables 

• Does this using code transformations, existing 
inference engines, and a bespoke BO package - 
Deodorant 

• Also demonstrates how exploiting the source 
code target can lead to improvements for BO

Rainforth T, Le TA, van de Meent JW, Osborne MA, Wood F. Bayesian optimization for probabilistic programs. NIPS 2016 (pp. 280-288).
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Example - House Heating

BAYESIAN OPTIMIZATION FOR PROBABILISTIC PROGRAMS

Iteration
0 50 100

p(
Y,
3)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

(a) Radiator powers set evenly

Iteration
0 50 100

p(
Y,
3)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

(b) Best setup from BOPP initialization

Iteration
0 50 100

p(
Y,
3)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

(c) Best setup after 100 iterations of BOPP

Iteration
0 50 100

p(
Y,

)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

Iteration
0 50 100

p(
Y,

)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

Iteration
0 50 100

p(
Y,

)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

Iteration
0 50 100

p(
Y,

)

0.05

0.1

0.15

0.2

0.25

BOPP
Even Powers

(d) Convergence of evidence

Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
radiators to the same power (top left), the best result from a set of 5 randomly chosen powers used for
initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.

(defopt house-heating [alphas target-temperatures] [powers]
(let [solar-intensity (sample weather-prior)

powers (sample (dirichlet alphas))
temperatures (simulate solar-intensity powers)]

(observe (abc-likelihood temperatures) target-temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility
of the resulting output is incorporated using abc-likelihood, which measures a discrepency from the
target-temperatures. Calling doopt on this query invokes the BOPP algorithm to perform MMAP
estimation, where the second input powers indicates the variable to be optimized.

3
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Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
radiators to the same power (top left), the best result from a set of 5 randomly chosen powers used for
initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.

(defopt house-heating [alphas target-temperatures] [powers]
(let [solar-intensity (sample weather-prior)

powers (sample (dirichlet alphas))
temperatures (simulate solar-intensity powers)]

(observe (abc-likelihood temperatures) target-temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility
of the resulting output is incorporated using abc-likelihood, which measures a discrepency from the
target-temperatures. Calling doopt on this query invokes the BOPP algorithm to perform MMAP
estimation, where the second input powers indicates the variable to be optimized.
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Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
radiators to the same power (top left), the best result from a set of 5 randomly chosen powers used for
initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.

(defopt house-heating [alphas target-temperatures] [powers]
(let [solar-intensity (sample weather-prior)

powers (sample (dirichlet alphas))
temperatures (simulate solar-intensity powers)]

(observe (abc-likelihood temperatures) target-temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility
of the resulting output is incorporated using abc-likelihood, which measures a discrepency from the
target-temperatures. Calling doopt on this query invokes the BOPP algorithm to perform MMAP
estimation, where the second input powers indicates the variable to be optimized.
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Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
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initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.
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(observe (abc-likelihood temperatures) target-temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility
of the resulting output is incorporated using abc-likelihood, which measures a discrepency from the
target-temperatures. Calling doopt on this query invokes the BOPP algorithm to perform MMAP
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(defopt q [y] [✓]
(let [a (sample (p-a))

✓ (sample (p-✓ a))
b (sample (p-b a ✓))]

(observe (lik a ✓ b) y)
[a b]))

(a) Original query

(defquery q-marg [y ˆ✓]
(let [a (sample (p-a))

✓ (observe<- (p-✓ a) ˆ✓)
b (sample (p-b a ✓))]

(observe (lik a ✓ b) y)
[a b]))

(b) Conditional query

Figure 1: Left: a simple example optimization query where we want to optimize ✓. Right: the same
query after the transformation applied by BOPP to make the query amenable to optimization. Note
p-u represents a distribution object, whilst p-✓, p-v and lik all represent functions which return
distributions objects.

(defquery q-prior [y]
(let [a (sample (p-a))

✓ (sample (p-✓ a))]
✓))

(a) Prior query

(defquery q-acq [y �]
(let [a (sample (p-a))

✓ (sample (p-✓ a))]
(observe (factor) (� ✓))
✓))

(b) Acquisition query

Figure 2: Left: a transformation of q that samples from the prior p(✓). Right: a transformation of q
used in the optimization of the acquisition function. Observing from factor assigns a probability
exp ⇣(✓) to the execution, i.e. (factor) returns a distribution of object for which the log probability
density function is the identity function.
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Figure 3: Overview of the BOPP algorithm, description given in main text. p-a, p-✓, p-b and lik
all represent distribution object constructors. factor is a special distribution constructor that assigns
probability p(y) = y, in this case y = ⇣(✓).

- Step 4 (purple arrows) constructs an acquisition function ⇣ : # ! R+ (bottom left) using the GP
posterior. This is optimized, giving the next point to evaluate ˆ✓

next

, by performing annealed impor-
tance sampling on a transformed program q-acq (middle left) in which all observe statements
are removed and replaced with a single observe assigning probability ⇣(✓) to the execution.

- Step 5 (green arrow) evaluates ˆ✓
next

using q-marg and continues to step 3.

4.1 Program Transformation to Generate the Target

Consider the defopt query q in Figure 3, the body of which defines the joint distribution p (Y, a, ✓, b).
Calculating (2) (defining X = {a, b}) using a standard optimization scheme presents two issues: ✓ is
a random variable within the program rather than something we control and its probability distribution
is only defined conditioned on a.

We deal with both these issues simultaneously using a program transformation similar to the disin-
tegration transformation in Hakaru [? ]. Our marginal transformation returns a new query object,
q-marg as shown in Figure 3, that defines the same joint distribution on program variables and
inputs, but now accepts the value for ✓ as an input. This is done by replacing all sample statements
associated with ✓ with equivalent observe<- statements, taking ✓ as the observed value, where
observe<- is identical to observe except that it returns the observed value. As both sample and
observe operate on the same variable type - a distribution object - this transformation can always
be made, while the identical returns of sample and observe<- trivially ensures validity of the
transformed program.

4.2 Bayesian Optimization of the Marginal

The target function for our BO scheme is log p(Y, ✓), noting argmax f (✓) = argmax log f (✓) for
any f : # ! R+. The log is taken because GPs have unbounded support, while p (Y, ✓) is always
positive, and because we expect variations over many orders of magnitude. PPS with importance
sampling based inference engines, e.g. sequential Monte Carlo [? ] or the particle cascade [? ], can
return noisy estimates of this target given the transformed program q-marg.

Our BO scheme uses a GP prior and a Gaussian likelihood. Though the rationale for the latter is
predominantly computational, giving an analytic posterior, there are also theoretical results suggesting

5

Average Out

Optimize

✓⇤ = argmax✓

Z Z
p(Y, a, b|✓)p(✓|a)dadb(doopt :smc q y N

:opt-type :mmap)

(doopt :smc q y N

:opt-type :ml2)

2

✓⇤ = argmax✓

Z Z
p(Y, a, b|✓)dadb

(doopt :smc q y N

:opt-type :mmap)

(doopt :smc q y N

:opt-type :ml2)

2

[Rainforth, Le, van de Meent, Osborne, and Wood. NIPS 2016 ]



Extracting the Target

How can we optimize something 
sampled in the program and  
conditioned on other values?
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Figure 2: Left: a transformation of q that samples from the prior p(✓). Right: a transformation of q
used in the optimization of the acquisition function. Observing from factor assigns a probability
exp ⇣(✓) to the execution, i.e. (factor) returns a distribution of object for which the log probability
density function is the identity function.
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Extracting the Target

How can we calculate 
our target marginal?
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Extracting the Target

Existing inference schemes!
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SMCŴ (Y, ✓) ⇡ p(Y, ✓)

=

Z
p(Y,X, ✓)dX
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How can we optimize this Target?

• No derivative information 

• Target often multi-modal 

• Function evaluations expensive 

   -> Bayesian optimization



Bayesian Optimization
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Problems for doing BO in PP

• We need things to run automatically 

• Many problems will have unbounded support 

• Programs contain implicit constraints 

• Discrete variables, equality constraints
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query after the transformation applied by BOPP to make the query amenable to optimization. Note
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Figure 4: Convergence of BOPP on unconstrained bimodal problem with p (✓) = Normal(0, 0.5)

and p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show
the regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function which away from the region of interest.

acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 11] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and

7

Figure 4: Convergence of BOPP on unconstrained bimodal problem with p (✓) = Normal(0, 0.5)

and p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show
the regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function which away from the region of interest.

acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
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using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.
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We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
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acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
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this region. We note that our method shares similarity with the recent work of Shahriari et al [? ],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [? ? ] by assuming that constraints take the form of a
black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete. For example, the Dirichlet distribution in Figure 2 introduces
an equality constraint on powers, namely that its components must sum to 1.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
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black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
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Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
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of the scaling will automatically update this mean function appropriately, learning a region of interest
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this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
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constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].
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black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete. For example, the Dirichlet distribution in Figure 2 introduces
an equality constraint on powers, namely that its components must sum to 1.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
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maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
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black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.
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of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
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constraints, by initializing automatically and adapting as more data is observed.
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black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
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We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
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target variables are potentially discrete.
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base transition kernel.
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We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
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difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
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of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].
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this region. We note that our method shares similarity with the recent work of Shahriari et al [? ],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [? ? ] by assuming that constraints take the form of a
black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete. For example, the Dirichlet distribution in Figure 2 introduces
an equality constraint on powers, namely that its components must sum to 1.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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Unknown Constraints

Implicitly satisfied 
constraint

(defopt q [y] [✓]
(let [a (sample (p-a))

✓ (sample (p-✓ a))

b (sample (p-b a ✓))]
(observe (lik a ✓ b) y)

[a b]))

(a) Original query

(defquery q-marg [y ✓̂]
(let [a (sample (p-a))

✓ (observe<- (p-✓ a) ✓̂)
b (sample (p-b a ✓))]

(observe (lik a ✓ b) y)

[a b]))

(b) Conditional query

Figure 1: Left: a simple example optimization query where we want to optimize ✓. Right: the same
query after the transformation applied by BOPP to make the query amenable to optimization. Note
p-u represents a distribution object, whilst p-✓, p-v and lik all represent functions which return
distributions objects.

(defquery q-prior [y]

(let [a (sample (p-a))

✓ (sample (p-✓ a))]

✓))

(a) Prior query

(defquery q-acq [y ⇣]
(let [a (sample (p-a))

✓ (sample (p-✓ a))]

(observe (factor) (⇣ ✓))
✓))

(b) Acquisition query

Figure 2: Left: a transformation of q that samples from the prior p(✓). Right: a transformation of q
used in the optimization of the acquisition function. Observing from factor assigns a probability
exp ⇣(✓) to the execution, i.e. (factor) returns a distribution of object for which the log probability
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(d) Convergence of evidence

Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
radiators to the same power (top left), the best result from a set of 5 randomly chosen powers used for
initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.

(defopt house-heating [alphas target-temperatures] [powers]
(let [solar-intensity (sample weather-prior)

powers (sample (dirichlet alphas))
temperatures (simulate solar-intensity powers)]

(observe (abc-likelihood temperatures) target-temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility
of the resulting output is incorporated using abc-likelihood, which measures a discrepency from the
target-temperatures. Calling doopt on this query invokes the BOPP algorithm to perform MMAP
estimation, where the second input powers indicates the variable to be optimized.
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phi-k (sample dist)

#
phi-k (let [value (sample dist)]

(store KEY ’phi-k value)

(if (= (set (keys (retrieve KEY)))

(set optim-args))

(return prologue-code)

value))

prologue-code

(let [theta (map (fn [x] (retrieve KEY x))

optim-args)]

(observe (factor) (⇣ theta))

theta)

�k (sample dist)

;; is replaced by, for all �k 2 ✓,
�k (let [value (sample dist)]

(store KEY ’�k value)

(if (= (set (keys (retrieve KEY)))

(set :✓))
(return prologue-code) value))

;; for q-prior and q-acq, and

�k (do (observe dist �̂k) �̂k)

;; for q-marg where

prologue-code ;; equals

(let [✓ (map (fn [x] (retrieve KEY x)) :✓)]
(observe (factor) (⇣ ✓)) ;; q-acq only

✓) ;; program returns ✓

(doopt :smc house-heating

[[1 1 1 1] [20 20 20 20]] 100)
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Figure 1: Simulation-based optimization of radiator powers subject to varying solar intensity. Shown are
output heat maps from Energy2D (Xie, 2012) simulations at one intensity, corresponding to setting all the
radiators to the same power (top left), the best result from a set of 5 randomly chosen powers used for
initializing BOPP (top right), and the best setup found after 100 iterations of BOPP (bottom left). The bottom
right plot shows convergence of the evidence of the respective model, giving the median and 25/75% quartiles.

(defopt house-heating [alphas] [powers]
(let [solar-intensity (sample weather-prior)

powers (sample (dirichlet alphas))
temperatures (simulate solar-intensity powers)]

(observe abc-likelihood temperatures)))

Figure 2: BOPP query for optimizing the power allocation to radiators in a house. Here weather-prior
is a distribution over the solar intensity and a uniform Dirichlet prior with concentration alpha is placed
over the powers. Calling simulate performs an Energy2D simulation of house temperatures. The utility of
the resulting output is conditioned upon using abc-likelihood. Calling doopt on this query invokes the
BOPP algorithm to perform MMAP estimation, where the second input powers indicates the variable to be
optimized.
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Figure 6: Convergence for transition dynamics parameters of the pickover attractor in terms of the
cumulative best log p (Y, ✓) (left) and distance to the “true” ✓ used in generating the data (right).
Solid line shows median over 100 runs, whilst the shaded region the 25/75% quantiles.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the right mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems. In particular, it offers a large advantage over SMAC and TPE on
the continuous problems (Branin and Hartmann), due to using a more powerful surrogate, and over
Spearmint on the others due to not needing to make approximations to deal with discrete problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
on the original query does not return estimates for p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
[1]) sampler which operates in a similar fashion to BOPP except that new ✓ are chosen using a MH
step instead of actively sampling with BO. For these MH steps we consider both LMH [28] with
proposals from the prior and the random-walk MH (RMH) variant introduced in Section 4.5. Results
for estimating the dynamics parameters of a chaotic pickover attractor, while using an extended
Kalman smoother to estimate the latent states are shown in Figure 6. Model details are given in the
supplementary material along with additional experiments.

6 Discussion and Future Work

We have introduced a new method for carrying out MMAP estimation of probabilistic program
variables using Bayesian optimization, representing the first unified framework for optimization
and inference of probabilistic programs. By using a series of code transformations, our method
allows an arbitrary program to be optimized with respect to a defined subset of its variables, whilst
marginalizing out the rest. To carry out the required optimization, we introduce a new GP-based BO
package that exploits the availability of the target source code to provide a number of novel features,
such as automatic domain scaling and constraint satisfaction.

The concepts we introduce lead directly to a number of extensions of interest, including but not
restricted to smart initialization of inference algorithms, adaptive proposals, and nested optimization.
Further work might consider maximum marginal likelihood estimation and risk minimization. Though
only requiring minor algorithmic changes, these cases require distinct theoretical considerations.
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HMM with unknown number of states
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Figure 8: Convergence for HMM in terms of the cumulative best log p (Y, ✓) (left) and distance to the “true”
✓ used in generating the data (right). Solid line shows median over 100 runs, whilst the shaded region the
25/75% quantiles. Note that for the distance to true ✓ was calculated by selecting which three states (out of the
5 generates) that were closest to the true parameters.

The changes µ

1

= [0, 0, 0] and �

1

= 1 were further made to reflect the starting point of the latent state being
unknown. For this problem, BOPP aims to maximize

p(�, ⌘|y
t=1:T

) =

Z
p(�, ⌘, x

t=1:T

|y
t=1:T

)dx

t=1:T

. (17)

Inference on the transformed marginal query was carried out using SMC with 500 particles. Convergence
results are given in Figure 6 showing that BOPP comfortably outperforms the PMMH variants, while Figure 7
shows the simulated attractors generated from the dynamics parameters output by various iterations of a
particular run of BOPP.

5.2.2 HIDDEN MARKOV MODEL WITH UNKNOWN NUMBER OF STATES

We finally consider a hidden Markov model (HMM) with an unknown number of states. This example
demonstrates how BOPP can be applied to models which conceptually have an unknown number of variables,
by generating all possible variables that might be needed, but then leaving some variables unused for some
execution traces. This avoids problems of varying base measures so that the MMAP problem is well defined
and provides a function with a fixed number of inputs as required by the BO scheme. From the BO perspective,
the target function is simply constant for variations in an unused variable.

HMMs are Markovian state space models with discrete latent variables. Each latent state x

t

2 {1, . . . , K}, t =

1, . . . , T is defined conditionally on x

t�1

through a set of discrete transition probabilities, whilst each output
y

t

2 R is considered to be generated i.i.d. given x

t

. We consider the following HMM, in which the number of
states K, is also a random variable:

K ⇠ Discrete{1, 2, 3, 4, 5} (18)
T

k

⇠ Dirichlet{1

1:K

}, 8k = 1, . . . , K (19)
�

k

⇠ Uniform[0, 1], 8k = 1, . . . , K (20)
µ

0

 min{y

1:T

} (21)
µ

k

 µ

k�1

+ �

k

· (max{y

1:T

}� µ

k�1

), 8k = 1, . . . , K (22)
x

1

 1 (23)
x

t

|x
t�1

⇠ Discrete{T

xt�1} (24)
y

t

|x
t

⇠ N (µ(x

t�1

), 0.2). (25)

Our experiment is based on applying BOPP to the above model to do MMAP estimation with a single synthetic
dataset, generated using K = 3, µ

1

= �1, µ

2

= 0, µ

3

= 4, T

1

= [0.9, 0.1, 0], T

2

= [0.2, 0.75, 0.05] and
T

3

= [0.1, 0.2, 0.7].
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We use BOPP to optimize both the number of states K and the stick-breaking parameters �

k

, with full
inference performed on the other parameters. BOPP therefore aims to maximize

p(K, �

k=1:5

|y
t=1:T

) =

ZZ
p(K, �

k=1:5

, x

t=1:T

, T

k=1:K

|y
t=1:T

)dx

t=1:T

dT

k=1:K

. (26)

As with the chaotic Kalman filter example, we compare to two PMMH variants using the same code transfor-
mations. The results, given in Figure 8, again show that BOPP outperforms these PMMH alternatives.

6. Discussion and Future Work
We have introduced a new method for carrying out MMAP estimation of probabilistic program variables using
Bayesian optimization, representing the first unified framework for optimization and inference of probabilistic
programs. By using a series of code transformations, our method allows an arbitrary program to be optimized
with respect to a defined subset of its variables, whilst marginalizing out the rest. To carry out the required
optimization, we introduce a new GP-based BO package that exploits the availability of the target source code
to provide a number of novel features, such as automatic domain scaling and constraint satisfaction.

The concepts we introduce lead directly to a number of extensions of interest, including but not restricted
to smart initialization of inference algorithms, adaptive proposals, and nested optimization. Further work
might consider maximum marginal likelihood estimation and risk minimization. Though only requiring minor
algorithmic changes, these cases require distinct theoretical considerations.
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Figure 4: Convergence for HMM in terms of the cumulative best log p (Y, ✓) (left) and distance to
the “true” ✓ used in generating the data (right). Solid line shows median over 100 runs, whilst the
shaded region the 25/75% quantiles. Note that for the distance to true ✓ was calculated by selecting
which three states (out of the 5 generates) that were closest to the true parameters.

HMMs are Markovian state space models with discrete latent variables. Each latent state x

t

2
{1, . . . , K}, t = 1, . . . , T is defined conditionally on x

t�1 through a set of discrete transition
probabilities, whilst each output y

t

2 R is considered to be generated i.i.d. given x

t

. We consider the
following HMM, in which the number of states K, is also a random variable:

K ⇠ Discrete{1, 2, 3, 4, 5} (27)
T

k

⇠ Dirichlet{11:K}, 8k = 1, . . . , K (28)
�

k

⇠ Uniform[0, 1], 8k = 1, . . . , K (29)
µ0  min{y1:T } (30)
µ

k

 µ

k�1 + �

k

· (max{y1:T }� µ

k�1), 8k = 1, . . . , K (31)
x1  1 (32)

x

t

|x
t�1 ⇠ Discrete{T

xt�1} (33)
y

t

|x
t

⇠ N (µ(x

t�1), 0.2). (34)

Our experiment is based on applying BOPP to the above model to do MMAP estimation with a single
synthetic dataset, generated using K = 3, µ1 = �1, µ2 = 0, µ3 = 4, T1 = [0.9, 0.1, 0], T2 =

[0.2, 0.75, 0.05] and T3 = [0.1, 0.2, 0.7].

We use BOPP to optimize both the number of states K and the stick-breaking parameters �

k

, with
full inference performed on the other parameters. BOPP therefore aims to maximize

p(K, �

k=1:5|yt=1:T ) =

ZZ
p(K, �

k=1:5, xt=1:T , T

k=1:K |y
t=1:T )dx

t=1:TdT

k=1:K . (35)

As with the chaotic Kalman filter example, we compare to two PMMH variants using the same code
transformations. The results, given in Figure 4, again show that BOPP outperforms these PMMH
alternatives.
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probabilities, whilst each output y

t

2 R is considered to be generated i.i.d. given x

t

. We consider the
following HMM, in which the number of states K, is also a random variable:

K ⇠ Discrete{1, 2, 3, 4, 5} (27)
T

k

⇠ Dirichlet{11:K}, 8k = 1, . . . , K (28)
�

k

⇠ Uniform[0, 1], 8k = 1, . . . , K (29)
µ0  min{y1:T } (30)
µ

k

 µ

k�1 + �

k

· (max{y1:T }� µ

k�1), 8k = 1, . . . , K (31)
x1  1 (32)

x

t

|x
t�1 ⇠ Discrete{T

xt�1} (33)
y

t

|x
t

⇠ N (µ(x

t�1), 0.2). (34)

Our experiment is based on applying BOPP to the above model to do MMAP estimation with a single
synthetic dataset, generated using K = 3, µ1 = �1, µ2 = 0, µ3 = 4, T1 = [0.9, 0.1, 0], T2 =

[0.2, 0.75, 0.05] and T3 = [0.1, 0.2, 0.7].

We use BOPP to optimize both the number of states K and the stick-breaking parameters �

k

, with
full inference performed on the other parameters. BOPP therefore aims to maximize

p(K, �

k=1:5|yt=1:T ) =

ZZ
p(K, �

k=1:5, xt=1:T , T

k=1:K |y
t=1:T )dx

t=1:TdT

k=1:K . (35)

As with the chaotic Kalman filter example, we compare to two PMMH variants using the same code
transformations. The results, given in Figure 4, again show that BOPP outperforms these PMMH
alternatives.
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acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 11] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
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acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
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target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
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of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
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target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,
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Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 12] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [13], Spearmint [25] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
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constraints, by initializing automatically and adapting as more data is observed.
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constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [? ? ] by assuming that constraints take the form of a
black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete. For example, the Dirichlet distribution in Figure 2 introduces
an equality constraint on powers, namely that its components must sum to 1.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints, such as imposed
by the Dirichlet function in Figure 2, or when the target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
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which lightweight Metropolis Hastings (LMH) [28] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
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of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.
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difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,

7

Figure 4: Convergence of BOPP on unconstrained bimodal problem with p (✓) = Normal(0, 0.5)

and p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show
the regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function which away from the region of interest.

acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 11] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,

7

Figure 4: Convergence of BOPP on unconstrained bimodal problem with p (✓) = Normal(0, 0.5)

and p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show
the regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function which away from the region of interest.

acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 11] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,

7

Figure 4: Convergence of BOPP on unconstrained bimodal problem with p (✓) = Normal(0, 0.5)

and p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show
the regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function which away from the region of interest.

acquisition function also decays and new points are never suggested arbitrarily far away. Adaptation
of the scaling will automatically update this mean function appropriately, learning a region of interest
that matches that of the true problem, without complicating the optimization by over-extending
this region. We note that our method shares similarity with the recent work of Shahriari et al [24],
but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [8, 11] by assuming that constraints take the form of a
black-box function which is modelled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significance
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider use a transformed program q-acq that is identical to
q-prior (see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to
the execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [18] in
which lightweight Metropolis Hastings (LMH) [29] with local random-walk moves is used as the
base transition kernel.

5 Experiments

We first demonstrate the ability of BOPP to carry out unbounded optimization using a 1D problem
with a significant prior-posterior mismatch as shown in Figure 4. It shows BOPP adapting to the
target and effectively establishing a maxima in the presence of multiple modes. After 20 evaluations
the acquisitions begin to explore the left mode, after 50 both modes have been fully uncovered.

Next we compare BOPP to the prominent BO packages SMAC [12], Spearmint [26] and TPE [3] on a
number of classical benchmarks as shown in Figure 5. These results demonstrate that BOPP provides
substantial advantages over these systems when used simply as an optimizer on both continuous and
discrete optimization problems.

Finally we demonstrate performance of BOPP on a MMAP problem. Comparison here is more
difficult due to the dearth of existing alternatives for PPS. In particular, simply running inference
does not return estimates of the density function p (Y, ✓). We consider the possible alternative of
using our conditional code transformation to design a particle marginal Metropolis Hastings (PMMH,

7

p(
Y
,✓

)

p(
Y
,✓

)

p(
Y
,✓

)

p(
Y
,✓

)

p(Y, ✓)p(Y, ✓)p(Y, ✓)p(Y, ✓)

Figure 4: Convergence on an unconstrained bimodal problem with p (✓) = Normal(0, 0.5) and
p (Y |✓) = Normal(5 � |✓| , 0.5) giving significant prior misspecification. The top plots show a
regressed GP, with the solid line corresponding to the mean and the shading shows ± 2 standard
deviations. Below is the corresponding acquisition function.

0 50 100 150 200
Iteration

10-5

10-3

10-1

Er
ro
r

Branin

0 50 100 150 200
Iteration

10-1

100

Er
ro
r

Hartmann 6D

0 25 50 75 100
Iteration

10-2

100

Er
ro
r

SVM on-grid

0 10 20 30 40 50
Iteration

100

101
Er

ro
r

LDA on-grid
BOPP mean
BOPP median
SMAC
Spearmint
TPE

Figure 5: Comparison of BOPP used as an optimizer to prominent BO packages on common
benchmark problems. The dashed lines shows the final mean error of SMAC (red), Spearmint (green)
and TPE (black) as quoted by [7]. The dark blue line shows the mean error for BOPP averaged over
100 runs, whilst the median and 25/75% percentiles are shown in cyan. Results for Spearmint on
Branin and SMAC on SVM on-grid are omitted because results as both BOPP and the respective
algorithms averaged zero error to the provided number of significant figures in [7].
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but overcomes the sensitivity of their method upon a user-specified bounding box representing soft
constraints, by initializing automatically and adapting as more data is observed.

4.5 Optimizing the Acquisition Function

Optimizing the acquisition function for BOPP presents the issue that the query contains implicit
constraints that are unknown to the surrogate function. The problem of unknown constraints has
been previously covered in the literature [? ? ] by assuming that constraints take the form of a
black-box function which is modeled with a second surrogate function and must be evaluated in
guess-and-check strategy to establish whether a point is valid. Along with the potentially significant
expense such a method incurs, this approach is inappropriate for equality constraints or when the
target variables are potentially discrete. For example, the Dirichlet distribution in Figure 2 introduces
an equality constraint on powers, namely that its components must sum to 1.

We therefore take an alternative approach based on directly using the program to optimize the
acquisition function. To do so we consider a transformed program q-acq that is identical to q-prior
(see Section 4.3), but adds an additional observe statement that assigns a weight ⇣(✓) to the
execution. By setting ⇣(✓) to the acquisition function, the maximum likelihood corresponds to
the optimum of the acquisition function subject to the implicit program constraints. We obtain a
maximum likelihood estimate for q-acq using a variant of annealed importance sampling [? ] in
which lightweight Metropolis Hastings (LMH) [? ] with local random-walk moves is used as the
base transition kernel.
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Wrap Up

• Probabilistic programming systems provide a natural 
and expressive way to express problems 

• By decoupling model specification and inference they 
open up modelling to no-experts 

• BOPP adds optimization to this framework, providing 
automated marginal MAP estimation etc 

• BOPP also demonstrates how exploiting the target 
source code can assist Bayesian optimization
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